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Executive Summary
This report summarizes two years of applied research on the justifiability of behavior change 
via public policy conducted by our research group at Duke University’s Center for Advanced 
Hindsight. This work was generously funded by two grants from the Robert Wood Johnson 
Foundation.

During the first year, we immersed ourselves in the philosophy of morality and policy in 
order to determine the most important factors necessary to gauge the moral justifiability 
of behavior change. We learned that people prioritize factors such as benefits, costs, 
and strength of evidence when determining what types of interventions are justifiable. 
We conducted experiments to measure the magnitude of these factors across different 
policy contexts and individuals, and then used the findings to create an online tool that a 
policymaker could use to think through a specific behavior change. At the end of the tool, 
the policymaker received a justifiability score, as well as examples of morally justifiable and 
unjustifiable policies that were based on that score.

During the second year, we expanded upon our work by focusing on the importance of 
equity both as a foundational principle to guide policy making and as an essential factor 
when evaluating the moral justifiability of behavior change. We spoke with experts in equity 
to establish a knowledge base and update our justifiability factors, and then conducted 
experiments with representative samples of Americans to measure those factors across 
contexts and individuals. Based on our findings, we updated the online tool to take equity into 
account first and foremost.

Executive Summary
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Across both years, we observed certain central principles about behavior change and moral 
justifiability, including:

1. In general, intervening to change others’ behavior is viewed as acceptable, as long as the 
benefits outweigh the costs and the means of behavior change are more positive than 
punitive.

˚ Benefits and costs are the heart of moral judgments about behavior change, 
outweighing other nuanced factors like conflicts of interest.

˚ Even when some form of policy is justified by cost-benefit analysis, punitive policies 
are more likely to be rejected.

2. People are much more supportive of behavior change when the benefits are high for both 
majority and minority groups.

3. If equitable policy is to be obtained, representation and inclusion of the groups that will 
be affected by the policy are not just important, they are necessary.

4. Factors like political affiliation can play a strong role in what is seen as justifiable.

5. People are sensitive to how policies might have differential impact across different 
segments of society, though this does not have as much of an effect on their evaluations 
of justifiability as one might expect.

˚ Most people recognize that behavior change policies will not affect everyone equally. 
Prompting them to think through why this might be the case, and who is affected 
differently, does not seem to have an effect, however.

˚ People do recognize the importance of taking the wishes of those affected by a policy 
into account. However, people’s wishes are not as important as the benefits they are 
expected to receive.
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Positionality Statements
This research is based in the Center for Advanced Hindsight at Duke University, which seeks 
to help people become happier, healthier, and wealthier through behavioral science. This 
project prompted our team to really interrogate and reflect upon our broader work, since 
much of behavioral science is inherently influential, i.e. it attempts to change people’s 
behavior for their own good.

For example, we believe people should eat healthier meals, so we ask partners to serve 
healthier options first in their cafeterias. We think that interventions such as this are justified 
“for the good” of the people dining at the cafeteria, who we believe often make myopic 
decisions regarding their health. In short, we believe our values and attitudes on health are 
the “right” values and that most other people would agree, and we believe it enough to try to 
influence people’s behavior. This obviously colors our attitudes and actions regarding the 
present work and influence in general. 

In addition, we are all left-leaning in our political views on equity and its policy implications. 
Please see below for each of our individual positionality statements:

J.B. is from the southern U.S. and was exposed as a child to overt racism against Black 
Americans, which deeply affected his worldview and later educational and professional 
choices.  In addition, he has a background in policy, which makes him think differently when 
considering policy and how to communicate with policymakers.

As a queer woman living with invisible disabilities, but also as a white American from the 
southern U.S., J.L.C. is familiar with topics of influence from both positions of privilege 
and marginalization. Nonetheless, as someone from a middle-class background and with 
graduate education in psychology, she has more frequently viewed influence from a position 
of power. Conducting this project has required repeated re-evaluation of her beliefs about 
what is best for individuals and society as a whole.

J.L. did his doctoral research in political philosophy and philosophy of social science but 
realized that pure philosophical reflection on topics like inequality and human suffering is 
cynical. That is why he shifted his research interests towards applied behavioral science. 
Being married to a Chinese woman, the coronavirus pandemic made him experience very 
closely how quickly a minority group can become the target of people’s frustration and 
anxiety, and how important it is to protect them.
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J.C.C. is from a military town in the southern U.S. Watching how the options of many poor 
and minority people were restricted to dangerous and deadly jobs (e.g., fighting wars started 
by wealthy, powerful people which are now universally seen as mistakes by all sides of the 
political spectrum) had a strong effect on how he thought about opportunity and privilege. 
He comes from an upper-middle class background and has a graduate-level education in 
psychology, putting him in a place of power more often than not. He has also done work 
related to psychology and law, which has exposed him to how the combination of untethered 
authority and flawed lay psychological theories can destroy lives.

N.A.L. is a Jamaican immigrant who was raised in a low-income family in the southern U.S. 
and then grew up to become an American behavioral scientist who studies the psychology of 
inequality. Those two facts are intertwined. The reason he became interested in how people’s 
social contexts and identities influence how people make meaning of the world around them 
is due to seeing stark differences in life outcomes for Americans of different racial, ethnic, 
and socioeconomic backgrounds. He wanted to understand why those differences exist so 
that he could help to develop interventions to improve equity and justice in society.

S.R. is an African American woman born and raised in a small rural town in North Carolina. 
She was a first generation college student, which resulted in learning about college 
admission, financial aid, and navigating through college life on her own. Through it all, she 
made psychology her major and loved it so much that she decided to get her Masters in 
psychology. During her time in college, she realized how many African American women 
(including herself) decided to embrace wearing their natural hair (hair free of chemicals). 
Reflecting internally, S.R noticed how embracing her natural hair led to greater feelings of 
self worth and self-esteem despite living in a society where African American’s natural 
hair is viewed as unprofessional and unattractive. Thus, in grad school, she narrowed her 
focus to understand how to apply psychology to study the experience of African Americans. 
Specifically, S.R is interested in understanding how various racial factors (e.g., natural 
hair, racial identity, etc.) influence African American’s sense of self. She found supporting 
correlational data that revealed positive evaluations of one’s natural hair predicted higher 
levels of self-esteem. In all, S.R believes that factors associated with one’s race should be 
taken into consideration when thinking about interventions and policies, because everyone 
should have the right to express themselves culturally.
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Introduction
This report begins with a historical overview of the debate over paternalism and 
the factors that determine its morality. 

The report then outlines our framework, based on philosophical perspectives 
and empirical studies, for understanding when a given paternalistic intervention 
is more likely to be seen as justifiable.  We suggest that the morality of a 
paternalistic intervention is driven by the balance between the intervention’s 
overall benefit and its influence on autonomy.

Specifically, we emphasize four guiding principles for policymakers, healthcare 
professionals and other decision makers:

1. A cost-benefit analysis: The cost-benefit analysis of a behavior is a 
complex function depending on the types, size, target, distribution, and 
certainty of the costs/benefits.

2. Value of autonomy: Autonomy is always important, but some situational 
factors may change its value.

3. Typology of behavioral strategies: Each behavioral strategy (e.g., a 
nudge, an incentive, a default) exerts a different amount of infringement on 
autonomy.

4. A fundamental trade-off: The morality of paternalism is a fundamental 
trade-off between the cost-benefit analysis of intervening to change a 
behavior, and the intervention’s infringement on autonomy.

Across 11 studies, we examine how the type of behavior and intervention 
in question interact to drive judgments of morality. We find that the overall 
perceived benefit of a behavior is largely a function of the benefit to the self, the 
benefit to others, the evidence that the behavior is beneficial, and the cost to the 
self. Influence on autonomy, on the other hand, is represented only by the nature 
of the intervention itself. Across all situations, people prize autonomy equally. 
Nonetheless, most paternalistic interventions are seen as morally acceptable in 
most situations where the behavior in question has a demonstrable benefit. 

From the results of these 11 studies, we construct an algorithm that predicts 
the acceptability of different forms of paternalistic interventions. This algorithm 
informs a decision tool for policymakers to use when solving difficult social 
problems. 

PAGE 2
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The Problem of Behavior  
Change and Autonomy

Americans, by and large, are unhealthy. Seventy-
one percent of Americans are overweight or obese, 
and 60% of the population suffers from at least one 
chronic disease — representing 90% of the nation’s 
health care costs.1,2 Though many of these individuals 
struggle with genetic predispositions, daily behaviors 
such as smoking, unhealthy eating, and physical 
inactivity strongly contribute to chronic conditions  
as well.3

Most people care about being healthy and living a long time, and may even 
understand the consequences of engaging in unhealthy or risky behaviors, but 
creating healthy habits and eliminating unhealthy habits is extremely difficult. Of 
people who attempt to diet, even the most optimistic figures suggest only 20% 
are successful in keeping weight off.4 Similar research shows that a majority of 
smokers would like to quit, but only 6% are able to quit successfully.5

Historically, there have been two types of interventions entities employ in health 
promotion. At one extreme, entities can create laws or mandates, requiring 
behavior change at the cost of consequences like access to public services 
or even prison sentences. At the other extreme, entities can provide more 
information in an attempt to change their populations’ knowledge of health 
consequences, with the goal of improving decision-making. Both of these 
policies are examples of paternalism, or pushing people to take actions that a 
policymaker deems to be “for their own good.” 

Paternalism:
Pushing people to take actions 
that a policymaker deems to 
be “for their own good.”

1
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Why 
Paternalism?
The term paternalism has 
been consistently used in  
past work to refer to policies 
that influence others’  
behavior for their own good. 
Modern thinkers often 
struggle with the gendered 
implications of this term  
and its heavy-handed tone. 
We use the word paternalism 
for consistency with previous 
literature, but agree that 
it’s time to consider an 
alternative term that  
describes the concept  
without relying on outdated 
notions of social  
hierarchies.

Laws and mandates can be quite effective in changing behavior;6,7,8 however, 
they restrict an individual’s choice entirely and are therefore often undesirable. 
Providing information does not restrict an individual’s choice and is seen as very 
acceptable; however, simply providing information rarely changes behavior.9,10

This tension between effectiveness and restrictiveness is a long-standing 
problem. Policymakers have long struggled with the degree to which 
governments and organizations should use paternalism – in other words, if 
it’s acceptable to restrict individual choice in service of promoting healthy 
outcomes for individuals and populations. More restrictive forms of paternalism 
are typically more effective, yet also pose a greater threat to freedom of choice, 
and the ethics of this trade-off are still far from clear. 

The ethics of paternalism
Before this issue entered the domain of policy, philosophers debated the 
morality of restricting individual freedom of choice for centuries. John Stuart 
Mill is perhaps the original critic of paternalism, as he claimed autonomy as a 
fundamental human right.11 According to Mill, paternalism can rarely - if ever 
- be justified, because preserving an individual’s liberty is among the highest 
of virtues. This perspective enshrined autonomy as the assumed default state 
of human decision-making, so that only extreme circumstances could make 
paternalism morally acceptable.12

Supporters of paternalism claim that any damage such policies do to freedom 
can be justified by their considerable benefit. For example, paternalism may 
be used to overcome biases, helping people achieve their goals in spite of 
themselves.13 More specifically, paternalism might provide an answer for 
intractable public health issues, such as obesity, where individuals clearly wish 
to perform certain health behaviors but struggle to do so.14 

In essence, the crux of this debate is Mill’s original assumption that autonomy 
is a core human right. Mill’s argument has considerable merit, especially given 
the timeframe in which it arose. In the past, paternalism was the order of the 
day; individuals of lesser status were heavily controlled by their social superiors. 
Ideas about who was capable of rational decision-making and who required 
guidance from others have been used to perpetuate social inequalities. Even 
today, individuals who are already members of disadvantaged minorities are the 
most likely to be treated as irrational and in need of paternalistic intervention.15
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However, the truth is that we are all irrational. Mill’s evaluation of autonomy 
arises from an assumption that people generally make decisions in a deliberate 
manner, without outside influence. Research from behavioral science suggests 
that this is often not the case.

Rise of behavioral science
As behavioral science has grown and developed as a field, the possibility 
of autonomy as originally conceptualized has been increasingly called into 
question. 

Early behavioral science research focused on identifying and describing 
the instances where rationality fails. For example, in the 1970s, Tversky and 
Kahneman famously used experimental research methods to demonstrate 
a number of cognitive decision biases, such as the availability bias and the 
representativeness heuristic.16 A large body of research subsequently concluded 
that most decisions are based on quick rules and heuristics instead of deliberate 
thought.17,18 Often, individuals do not even know what thought processes are 
behind the decisions they make, and are unable to recognize the influence of 
external cues on their choices.19

Failure to achieve sustained behavior change, despite information and 
motivation, happens because human decision-making processes are often 
flawed. For example, we value the present over the future, which causes us to 
give into temptations.20 We struggle to understand the consequences of our 
choices because we don’t understand probabilities and risks.21 In the moment, 
we rely more on our feelings than on facts or cost and benefits.

Years of behavioral science research on cognitive biases and decision 
processes suggest that individuals are rarely rational decision makers and 
are often influenced by subtle factors outside of their awareness. As such, the 
general conclusion is that the notion of true autonomy is not representative of 
typical decision processes. 

A new landscape of paternalistic interventions
Beyond challenging the notion of autonomy, behavioral science has also 
provided a new landscape of interventions to change behaviors. These 
interventions typically do one of two things: they either capitalize on biases to 
encourage desired behaviors, or they help people make better choices despite 

Autonomy:  
The ability of an individual 
to make their own reasoned 
decisions without the 
influence of others
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their biases. Both of these intervention formats are largely designed to help 
individuals make choices that lead to better outcomes without relying on deep 
consideration. 

Behavioral science is increasingly being used by governments and large 
organizations to redesign health promotion intervention strategies. For example, 
a growing number of governments now have embedded ‘nudge’ units,22 and 
the role of Chief Behavioral Officer is becoming a standard within large and 
innovative organizations. Such behavioral science-based interventions are 
far more successful for changing behaviors than the standard information- 
or awareness-based strategies that have traditionally been applied by large 
entities and governments.  They also provide a sort of middle ground between 
ineffective but permissive approaches (such as education), and effective but 
restrictive approaches (such as laws). 

One poignant example of behaviorally-based population health improvements 
comes from the British government in the late 1990s. To reduce inappropriate 
use of Tylenol, the government changed distribution from pill bottles to blister 
packs. While it is a small and simple intervention, it made it more effortful to 
consume large amounts of pills at one time. This change resulted in a reduction 
in suicide deaths from Tylenol overdoses by 43% over the following 11 years. A 
similar decline was found in accidental deaths from medication poisonings, and 
Tylenol toxicities that necessitated liver transplants decreased by 61%.23 Clearly, 
behavioral science has a useful place when it comes to designing and choosing 
the right policy to address public health and safety.

The modern debate over paternalism
As effective as behaviorally-informed policies are, they are still subject to the 
debate over paternalism and morality. Collectively, many of these new policies 
are known as libertarian paternalism: a form of paternalism that encourages 
an individual to make certain choices without exerting coercive force on their 
decisions.24

Libertarian paternalism appeals to its proponents because of the perception that 
it preserves autonomy; individuals are encouraged to make a specific choice, 
but they retain the option to do otherwise. However, not everyone agrees with 
this perspective. If libertarian paternalism plays on unconscious bias, it may not 
be any more resistible than other strategies, especially if it is manipulative rather 

Failure to achieve 
sustained behavior 
change despite 
information and 
motivation happens 
because human 
decision-making 
processes are often 
flawed. 
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than obvious.25,26 Many scholars have deemed even libertarian paternalism an 
unacceptable affront to liberty.27 As such, the debate continues.

Philosophers aside, what do the people who are the target of different 
paternalistic interventions think about them? A small body of research has 
suggested that paternalistic policies may be more acceptable to the public than 
academics have argued. Surveys conducted by Sunstein and colleagues have 
found that many types of nudges are viewed favorably in countries across the 
globe.28,29 Less research exists on what types of paternalistic policies are seen 
as acceptable, but two larger threads have emerged: 

1. Policies that are less restrictive to freedom tend to be preferred. 
People prefer policies like education over policies like defaults, believing 
that education is less threatening to autonomy.30 Similarly, policies that 
openly help people make better decisions are preferred over those that 
subtly influence decision-making.31 For example, labeling sugar amounts is 
seen as more acceptable than taxing high-sugar products or limiting their 
accessibility.32

2. Policies that are seen as more beneficial are also preferred. The 
support for education over defaults goes hand-in-hand with a perception 
that education is more effective in helping people change their behavior.29 
Perceived effectiveness of choice architecture solutions is related to 
approval of them.33 People also see nudges as more ethical when they align 
with their political beliefs.34 While this could be seen as a more general bias, 
it might also reflect the perception that policies in line with one’s beliefs are 
more beneficial to their targets. 

Both research and philosophy, then, appear to agree on the central 
underpinnings of the morality of paternalism: the extent to which it interferes 
with free will, and the benefits that paternalistic policies can provide. 

A small body of research has suggested that 
paternalistic policies may be more acceptable to the 
public than academics have argued. 
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Still, neither current philosophy nor research provide a single unified explanation 
for how benefits and autonomy are balanced against each other in individuals’ 
minds. Without a fine-grained understanding of the inputs to morality, 
policymakers considering paternalistic approaches to problem-solving cannot 
predict whether or not their choices will be seen as morally acceptable by their 
constituents.

The question around the morally justifiable amount of paternalism for a 
particular behavior is one that can be addressed using empirical methods. We 
developed a theoretical framework from the existing literature and tested this 
framework across a series of eleven studies. 
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A Framework for Ethical Interventions: 
What Makes an Intervention Justifiable? 

Our first step in understanding this issue was 
the development of a framework to identify the 
different inputs into moral judgments of paternalistic 
interventions. We designed our initial framework from 
existing philosophical perspectives on the issue, as 
well as from existing empirical studies in this domain 
and related domains like moral decision-making. 

Our goal is to balance practicality with comprehensiveness. We aim to capture 
the primary elements that are important to these decisions, without overloading 
the policymaker designing an intervention based on this framework. Thus, we 
propose four guiding principles:

1. A cost-benefit analysis: The cost-benefit analysis of a behavior is a 
complex function depending on the type, size, target, distribution, and 
certainty of the costs/benefits.

2. Value of autonomy: Autonomy is always important, but some situational 
factors may change its value.

3. Typology of behavioral strategies: Each behavioral strategy (e.g., a nudge, 
an incentive, a default) exerts a different amount of infringement on autonomy.

4. The fundamental trade-off: The morality of paternalism is a trade-off 
between the cost-benefit analysis of intervening to change a behavior, and the 
intervention’s infringement on autonomy.

We can’t begin to figure out how these different principles might relate to moral 
judgments without a working definition of morality. Our work uses a consensus 
approach: if the people who would be subject to a policy largely see it as morally 
justifiable, then we do as well. We discuss the benefits and drawbacks of this 
policy at greater length later in this section.

Our goal with 
the framework 
is to balance 
practicality with 
comprehensiveness.

2
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Principle 1: A cost-benefit analysis. The cost-benefit 
analysis of a behavior is a complex function depending 
on the type, size, target, distribution, and certainty of 
the costs/benefits.

The desired behavior change may result in both costs and benefits to the 
individual or society that together determine the total net expected benefit. The 
types of costs and benefits that should be considered are: 

1. Type/size. The umbrella term “benefits” applies to positive outcomes 
across many domains: health, financial, social, emotional, and other positive 
consequences might all arise as benefits of performing a specific behavior. 
Similarly, a behavior may have a wide variety of costs that occur alongside 
any benefits. For example, a medication may be life-saving but it may 
also have serious side-effects that impact quality of life. In other cases, 
beneficial behaviors have financial costs or time costs that may downgrade 
the overall expected benefit of the behavior. 

2. Target. Benefits can go beyond the person who changes their behavior to 
others who are indirectly influenced by that action. For example, if a healthy 
adult gets a flu shot, others around them - particularly the young, elderly, or 
immunocompromised – benefit more from that choice than the person who 
receives the vaccination directly. On a larger level, society in general might 
benefit from reduced spread of the flu.

3. Distribution. Behaviors may have uniform benefits (whether direct or 
indirect) that everyone receives, or some people may benefit more than 
others. When the benefit is not uniform, it may be more difficult to determine 
what the absolute benefit is across the population. For example, certain 
medications are more or less effective depending on one’s genetic makeup. 

4. Certainty. Finally, there will always be different levels of certainty around 
any expected benefits of a behavior. In some cases, evidence is strong and 
experts agree on the benefits; for example, there is scientific consensus 
around the impact and size of the benefits that comes from quitting 
smoking. In other cases, such as with the recreational use of marijuana, 
there is less scientific consensus about its effects on health. Thus, 
paternalistic interventions should be viewed as more morally justifiable in 
the domain of smoking than in the domain of marijuana. 
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Principle 2: Value of autonomy. Autonomy is always 
important, but some situational factors may change its 
value.

The idea of autonomy as a core human value is very appealing, particularly to 
Americans.35 This is reflected in the United States Constitution, which specifies 
life, liberty, and the pursuit of happiness as inalienable and protected rights. 
In situations where autonomy is judged as especially important, the value of 
autonomy may have greater weight in questions of paternalism. Specifically, 
there may be some situations in which restrictions on autonomy are judged as 
particularly immoral:

1. Sacred domains. When a behavior is judged as private, directly related 
to personhood, or core to one’s identity, autonomy may have greater 
importance. We refer to this concept as ‘sacredness’, reflecting the idea that 
some concepts are above normal tradeoffs.36 The right of bodily ownership 
is a clear example: even after death, individuals are not compelled to donate 
organs against their will.

2. Desire. When an individual would like to take the action that is promoted 
through an intervention, the intervention, even if it restricts autonomy, may 
be judged as more moral. For example, some individuals adopt strategies 
such as commitment devices that impose restrictions to autonomy when 
there is a self-regulation failure.37 Requiring yourself to publicly post when 
you miss a gym day is a forceful intervention, yet people often do opt into 
such programs.
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Principle 3: Typology of behavioral strategies. Each 
behavioral strategy (e.g., a nudge, an incentive, a 
default) exerts a different amount of infringement on 
autonomy. 

To make policy recommendations based on costs, benefits, and autonomy, we 
must organize categories of behavioral interventions along a spectrum from 
least to most paternalistic, depending on the degree of restriction each policy 
imposes on individual choice. 

Policies such as laws or mandates essentially strip away autonomy completely, 
while policies such as education preserve more freedom of choice. Policies 
such as defaults or choice architecture likely lie somewhere in between: they 
attempt to influence decision-making, while still allowing for other choices. 

Principle 4: The fundamental trade-off. The morality 
of paternalism is a fundamental trade-off between 
the cost-benefit analysis of intervening to change 
a behavior, and the intervention’s infringement on 
autonomy.

The morality of paternalism should be a function of the benefit one can expect 
to follow from a behavior-change intervention, weighed against the degree to 
which the intervention restricts autonomy. 

For example, at one extreme, a policy that results in the maximum possible 
benefit to an individual and only minimally restricts the individual’s choice 
should be viewed as completely ethical. At the other extreme, a policy with only 
marginal benefits but that creates a large restriction to individual choice should 
be judged as unethical.
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Our framework conducts a cost-benefit analysis, then adjusts it for additional 
factors related to autonomy, to determine the morally justifiable amount of 
paternalism. We then recommend specific policies that fit the situation, based 
on those policies’ degree of paternalism. 

Defining morality
Our framework suggests that we weigh costs and benefits against loss of 
autonomy when considering if an intervention is morally justifiable. This 
suggests that there are two different routes we could follow to understand 
moral judgments:

˚ Objective benefit. We could focus on the objective cost-benefit analysis 
of intervening on a specific behavior, articulating and summarizing all of 
the possible consequences. However, as we stated above, paternalistic 
interventions are often aimed at correcting the biases that lead people to 
act against their own self-interest. In this scenario, an individual may not be 
able to recognize the full benefit they receive from an intervention because 
their biases have led them to the wrong decision. This method would correct 
for that issue, but it requires an exhaustive understanding of the behavior of 
interest from multiple perspectives. 

Consider soda consumption. To understand the costs and benefits of 
decreasing soda consumption, we need to not only understand how soda 
contributes to diabetes and obesity, but also how it might contribute 
to pleasure in the moment. We must also be able to model how much 
bias influences the trade-off between soda’s costs and benefits – for 
example, how temporal discounting causes people to consider the short-
term pleasure of soda more than its long-term harms. But this is only one 
example of the many different biases that influence decisions around soda 
consumption. Quantifying the scope and influence of these biases is a 
difficult task, but if feasible, it provides a relatively objective answer for the 
morality of paternalistic intervention: paternalistic intervention is justifiable 
when it does more good than harm.

˚ Perceptions of morality. The objective approach relies on the assumption 
that any intervention with more benefit than cost will be justifiable, so long 
as autonomy isn’t particularly important. However, it’s possible that this isn’t 
the case. The relationships between cost-benefit, autonomy, and morality 
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might be more complex, or even situationally dependent. In that case, the 
only way to define morality is through consensus. What is seen as moral 
by the average viewpoint can be used to reflect morality, which allows us 
to then empirically examine the relationships between the elements of our 
model. 

This approach requires us to rely on lay perceptions of behavior that may 
be significantly flawed. For example, if people are not aware of how their 
own biases make it difficult for them to consume less soda, they will not be 
able to recognize how much benefit they actually gain from paternalistic 
interventions that help them overcome these biases. However, this model 
does not require an exhaustive look at all possible costs and benefits of 
behavior. It also has a certain inherent moral justice; in a subjective model, 
those who are most likely to be subject to paternalistic policies are given a 
say in what should be done to them.

In our initial work, we have chosen the second method. Its flexibility in 
determining how cost-benefit and autonomy relate to moral judgments is critical 
for forming an initial theory of paternalism. Its ease of use also facilitates the 
creation of a practical, useful decision-aid for policymakers, without requiring 
them to provide more information on the behavior in question than they could 
reasonably know. 

We acknowledge there are potential downsides and difficulties to our choice, 
particularly in terms of the gulf between what is right and what is acceptable. 
Using lay perceptions of behavior makes our tool likely to anchor more toward 
what people want and less toward what they would actually consider morally 
justified. This gap matters when people may reject more paternalistic policies 
that would result in greater benefits for them. 

Future research would benefit from incorporating some aspects of an objective 
position to strengthen our framework’s judgments. For example, behavioral 
scientists can identify the aspects of a behavior that determine if it’s likely to 
be successfully changed by paternalistic intervention. These weights can be 
applied in conjunction with lay perceptions of justifiability to adjust for the 
actual benefits of an intervention, bringing what is right and what is acceptable 
closer together.
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3

Across 11 studies, 
we examine how 
the type of behavior 
and intervention in 
question interact  
to drive judgements 
of morality.

Our Research

Based on existing philosophical perspectives on 
paternalistic interventions to change people’s behavior 
for their own good, as well as existing empirical 
studies in this domain and related domains like moral 
decision-making, our proposed framework outlined 
four guiding principles for anyone considering an 
intervention:

1. A cost-benefit analysis: The cost-benefit analysis of a behavior 
is a complex function depending on the types, size, target, 
distribution, and certainty of the costs/benefits.

2. Value of autonomy: Autonomy is always important, but some 
situational factors may change its value.

3. Typology of behavioral strategies: Each behavioral strategy 
(e.g., a nudge, an incentive, a default) exerts a different amount of 
infringement on autonomy.

4. The fundamental trade-off: The morality of paternalism 
is a trade-off between the cost-benefit analysis of intervening 
to change a behavior, and the intervention’s infringement on 
autonomy. 
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To test our framework and develop a decision tool that 
simplifies and improves the decisions of policymakers, 
we carried out 11 experimental studies. We sought to 
address three overall research goals:

˚ The behavior: What aspects of a behavior predict how morally 
justifiable paternalistic interventions are?

˚ The intervention: How morally justifiable are different 
paternalistic interventions overall?

˚ The relationship between behavior and intervention: 
Are different interventions seen as more or less justifiable for 
different behaviors?

Research samples: In order to collect sufficient 
sample sizes, our research primarily relied on Amazon 
Mechanical Turk, an online platform for collecting 
data. Amazon Mechanical Turk is not a nationally 
representative platform, as it tends to draw samples 
that are more highly educated, more likely to be white, 
and more politically liberal than the general population. 
However, research suggests that studies conducted 
on Amazon Mechanical Turk have comparable results 
to those conducted on college students or the broader 
population at large.38 The tables on the following 
page provide sample breakdowns for our populations, 
averaged across multiple studies.
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Political Party
Democratic 38-43%

Republican 20-24%

Independent 27-30%

Libertarian 2-3%

Green 0-1%

Other 0-1%

None 2-4%

Gender
Male 52-60%

Female 40-48%

Additional category 0-1%

Age
35-37 years  
(standard deviation: 10-12 years)

Income
$55,000 - $60,000  
(standard deviation: $50,000 - $55,000)

Ethnicity
American Indian/ 
Alaska Native

0-1%

East Asian 3-5%

South Asian 1-2%

Black 8-10%

Native Hawaiian 0-1%

White 77-81%

Multiracial 2-5%

Additional Category 0-2%

Hispanic 8-10%

Education
Less than high school 0-1%

High school diploma/GED 11-15%

Some college 23-25%

Associate’s degree 10-12%

Bachelor’s degree 36-38%

Some graduate school 2-6%

Graduate/professional degree 9-12%

Population Samples:  
(averaged across studies)
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Study 1
Sacred Values  
and Money

Looking at Principle 2, the value of autonomy, we wished to determine if 
sacred behaviors would be particularly difficult targets for paternalistic 
intervention. Studies have suggested that sacred values are defined by 
people’s unwillingness to accept tradeoffs for them; for example, people tend 
to consider it unacceptable to put a price on a human life. If this holds true 
in paternalism, we might expect that financial incentives would be seen as a 
morally unacceptable way to intervene on certain ‘sacred’ behaviors. 

Design: We asked 620 participants to rate the acceptability of financial or social incentives in 
different behavioral domains we chose to be more or less “sacred”, defined as personal, 
private and intimate: saving for retirement, getting screened for skin cancer, or getting 
screened for reproductive cancer. 

Results: Financial incentives were seen as more acceptable than social incentives, and both 
policies are seen as more acceptable for skin cancer screening rather than in saving for 
retirement. 

What does  
this mean?

Policymakers can use financial incentives even when they’re touching on domains that 
might be seen as ‘sacred’, like reproductive health. 
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Study 2 
The  
Acceptability  
of Interventions  
Across 
Behavioral 
Domains

Study 1 suggests that the sacredness of a domain might not have a particular 
effect on financial incentives, but it’s possible other aspects of a situation 
could play a role as well. In particular, Study 1 only looked at medical decision-
making, but as medical decisions concern people’s choices about their own 
bodies, they may be seen as particularly inappropriate targets for paternalistic 
intervention.

Our second study looked at two routine, simple behaviors, one medical and one 
financial, to see if people would react differently to paternalistic interventions 
across these two areas of decision-making. 

Design: We asked 654 participants to rate the acceptability of a wider array of interventions (no 
intervention, a nudge, a financial incentive, or a law) on two different behavioral domains 
(saving for retirement or receiving routine medical checkups).

Results: Laws were rated as the least acceptable intervention, followed by no intervention 
at all. Both financial incentives and nudges were seen as more acceptable than no 
intervention. 

What does  
this mean?

There isn’t any blanket difference between medical and financial decisions in terms of 
paternalism and morality. Different interventions are viewed in mostly the same way 
for both kinds of behaviors. This study also shows that a hands-off approach of no 
paternalism is not seen as the most ethical choice, highlighting the complex nature of 
choosing the right level of paternalism for a given situation. 
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We need to be sure that the intervention options included in our tool cover 
a wide spectrum of perceived paternalism and acceptability, and that 
the intervention options are appropriate for all of the different behaviors 
policymakers might want to affect.  For this to be true, we needed to test both 
a longer list of interventions than was tested in Study 2 and include more 
controversial behaviors.

We generated a list of 11 different interventions and added a third behavior, genetic 
testing for fetuses in-utero, to the list from Study 2. 

615 participants were assigned to think about one of the three behaviors, and then rate 
the acceptability of three randomly chosen interventions in the context of that behavior. 

Our list of interventions was as follows:

An educational approach: For example, providing information to change 
people’s opinions about a desired behavior.

An effort-based approach: For example, making it easier to perform a desired 
behavior or harder to perform an undesired behavior.

A presentation approach: For example, subtly changing the ways in which 
different behaviors are described or offered, to make people more likely to perform 
a desired behavior.

A small financial incentive: For example, a minor tax rebate for performing a 
desired behavior.

A small financial penalty: For example, a minor fine or fee for performing an 
undesired behavior.

A social incentive: For example, positive recognition or public praise for 
performing a desired behavior.

A social penalty: For example, negative recognition or public scorn for 
performing an undesired behavior.

A large financial incentive: For example, a major tax rebate for performing a 
desired behavior.

A large financial penalty: For example, a major fine or fee for performing an 
undesired behavior.

A law: For example, making it illegal to perform an undesired behavior.

Design:

Study 3 
Extending 
Intervention  
Options Across 
Domains
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Results: Education, social benefits, and large and small financial incentives are all seen as 
equally acceptable, with other policies being seen as significantly less so. Of note is that 
people rate penalties (social or financial) as the least acceptable types of paternalistic 
policies. Paternalism is less acceptable for genetic testing, but this effect is mostly the 
same regardless of the policy.

What does  
this mean?

People generally see most possible paternalistic interventions as acceptable, with the 
clear exception of penalties. Financial, legal, or social penalties are all viewed badly, even 
when they’re used to encourage something as mundane as routine medical check-ups or 
saving money for retirement. On the other hand, education and financial incentives are 
rated as particularly acceptable.
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Study 4 
Testing an 
Initial Situational 
Factor List

In our initial theoretical work, we identified 14 situational factors we saw as 
relating to beneficence (the expected benefit of a paternalistic intervention) or 
autonomy (the value of free choice in a specific behavioral domain). Our next 
step was to identify which of these factors were the most critical in making 
moral judgments.

600 participants were assigned to one of the three behaviors listed in Study 3. Each 
participant then saw each of the 14 factors and indicated how justifiable paternalistic 
interventions would be if this factor were true:

Benefit to target: Engaging in this behavior benefits the individuals who do it. 

Benefit to others: If one person engaged in this behavior, it would benefit a 
number of people.

Cost to target: There would be a cost (in time, money, effort, or other resources) 
to the person who engaged in this behavior.

Cost to others: There would be a cost (in time, money, effort, or other resources) 
to others if a person engaged in this behavior.

Evidence of benefit: Scientific evidence shows that this behavior benefits the 
individuals who engage in it.

Best behavior: Scientific evidence shows that this behavior is the best choice 
among all of the alternative options.

Target wants outcome: Most people want to achieve the outcome that this 
behavior would lead to.

Conflicts of interest: The person or organization that wishes to influence the 
behaviors of individuals would benefit (financially, in reputation, or in other ways) if 
individuals engaged in this behavior.

Sacredness: The kind of behavior that is being encouraged is something intimate, 
private, or personal.

Target will do behavior on their own: People are likely to engage in this 
behavior on their own, even if they are not influenced or encouraged to do it.

Target’s judgment is impaired: The people who would be influenced have 
impaired judgment (by factors such as mental illness, overall health, etc.).

Design:
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Design
(continued):

Target doesn’t want behavior: People do not want to engage in this behavior.

Behavior is repeated: This behavior is something people would do repeatedly 
over time (like a daily action), as opposed to once (like a one-time action).

Consequences are clear: The consequences of not engaging in this behavior, or 
engaging in the wrong behavior, are not immediately clear to people. 

Results: Overall, we found that when the beneficence factors are present, justifiability is usually 
seen as quite high. We also uncovered some unexpected results around how some 
factors were evaluated and interpreted. For example, a target with impaired judgment is 
seen as a less morally acceptable target for a paternalistic intervention. 

What does  
this mean?

The results of this study are complex, but it confirms Principle 1: the overall benefit of a 
behavior is the most important thing in justifying paternalistic intervention. More work is 
needed to figure out what factors into overall evaluations of benefit.
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Study 5a 
Iterative  
Retesting  
of Situational  
Factors

Given our findings from Study 4, we revised the wording of our factors and our 
approach, while still working to determine which of the factors are the most 
important for moral decision-making. 

573 participants were assigned to think about one of four different behaviors: getting 
the influenza vaccine, getting the HPV vaccine, quitting smoking, or getting potentially 
risky genetic testing for an unborn child. 

Participants were then asked to assess how true each of the factors were for each 
behavior — for example, how much benefit would someone receive from quitting 
smoking. Afterward, participants rated the acceptability of paternalistic intervention on 
their assigned behavior, allowing us to see how their ratings of factors contributed to 
their rating of overall acceptability.

Results: Across all behaviors, seven factors were related to the moral justifiability of paternalistic 
intervention: 

˚ The benefit of the behavior to the self

˚ The benefit to others

˚ The cost to the self

˚ The percent of people who would benefit

˚ The evidence of the benefit

˚ The target’s desire to do the behavior

˚ The sacredness of the behavior 

As expected, increased sacredness and cost decreased the acceptability of paternalism, 
while increased amounts of the other five factors increased it. We did not find evidence 
to support the existence of our ‘value of autonomy’ construct. Instead, only the balance 
of cost and benefit seemed to underlie moral judgments. 

What does  
this mean?

We expected that the value of autonomy would depend on situational factors. Instead, 
it seems people always value autonomy the same amount across situations. What does 
vary is the benefit people expect to come from a paternalistic intervention.

Design:

Sacredness of Behavior

Desire to do Behavior

Benefit to Self

Benefit to Others
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Cost to Self

More Justifiable > < Less Justifiable
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Study 5b 
Iterative  
Retesting  
of Situational  
Factors

Given our findings from Study 4, we revised the wording of our factors and our 
approach, while still working to determine which of the factors are the most 
important for moral decision-making. 

641 participants were assigned to think about the specific behavior of HPV vaccination. 
They were explicitly asked to list all of the benefits, costs, etc. for the behavior in 
question, requiring them to think more deeply about the meaning of each factor. 
Otherwise, Study 5b was identical to Study 5a.

Results: The results of 5b were similar to 5a, except that a smaller list of factors were found to  
be related to moral justifiability: 

˚ The benefit of the behavior to the self

˚ The cost to the self

˚ The evidence of the benefit

˚ The percent of people who benefit

˚ The target’s desire to do the behavior 

What does  
this mean?

Again, we found no evidence for ‘value of autonomy’ as a separate construct. The 
similarity of these results to Study 5a suggests that the cost-benefit analysis is likely  
the heart of moral judgments of the justifiability of paternalism.

 

Design:
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Study 6 
The Role of  
Sacredness

Inconsistent evidence across our original studies has suggested that the 
sacredness of a domain — the extent to which that domain is seen as 
something that is personal, private, intimate, or an inalienable right — may  
lead people to prefer less paternalism in that domain. 

We focused specifically on sacredness in a stand-alone study to isolate its role 
in moral judgments.

Design: Participants wrote about sacredness, accuracy, or a simple control topic to focus their 
attention on the desired concept. They were then asked to estimate the number of lives 
saved and lost by gun ownership, as well as how acceptable paternalistic interventions 
on gun ownership would be.

Results: We did not find a significant effect of the sacredness prime on judgments of the morality 
of paternalism, although the pattern was trending in the expected direction. 

What does  
this mean?

It does not appear that sacredness independently influences perceptions of when 
paternalism is morally justifiable.
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Study 7 
The Role of  
Conflicts  
of Interest

In Study 7, we wished to investigate the role of conflicts of interest. In many 
cases, organizations have something to gain from paternalistic policies. These 
conflicts of interest don’t actually change how beneficial or harmful their 
policies are, but they might influence moral judgments just the same. 

Design: 804 participants were asked to imagine a scenario where a hospital was considering 
implementing policies to encourage the use of cardiac stents.

Participants were told to either take on the role of the hospital administrator, or an 
outside viewer. They were also told that the hospital would either benefit (a conflict of 
interest) or not benefit (no conflict of interest) from each stent placed. We then asked 
how morally justifiable it would be to use different policies to encourage the use of 
cardiac stents.

Results: Participants did rightly perceive the payment to the hospitals as a source of conflict. 
They also considered paternalistic intervention to be less justifiable when conflicts of 
interest were present, and autonomy more valuable to uphold.
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What does  
this mean?

When the organization or person implementing a paternalistic policy stands to benefit 
from that policy, paternalism will be seen as less justifiable and free choice seen as 
more important. Policymakers and medical professionals who have conflicts of interest 
should consider sticking to less restrictive forms of intervention.



Our Research PAGE 28

CENTER FOR ADVANCED HINDSIGHT

Our earlier work has identified which factors are most important to judgments 
of morality and tested a few factors in isolation. However, we do not yet know 
how people weigh these factors in combination. One way this might emerge is 
if some of these factors are necessary preconditions; for example, paternalism 
might never be acceptable if the benefit of a behavior to the self is low. For this 
study, we focused on four factors:

˚ Benefit to the self;

˚ Benefit to others;

˚ Cost to the self;

˚ Desire to do the behavior.

Design: 3,612 participants were told to imagine a behavior where two of the four possible 
factors are either high or low. For example, a participant might be asked to think about 
a situation where a behavior has a high amount of benefit to the person who does 
it, but the person has low innate desire to do the behavior in the first place. Thinking 
about this specific situation, participants then rated the justifiability of paternalism and 
paternalistic policies.

Results: We do find evidence that, when taken in isolation, these factors influence each other. For 
example, a policy must have either benefit to the self or benefit to others, but having both 
is not as important. Similarly, having benefit to the self counteracts the negative effect 
of having cost to the self, suggesting policies can be justified even when they are costly 
so long as the cost is worth it. 

Study 8 
Relationships 
Between  
Multiple  
Factors
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Results: 
(continued)

What does  
this mean?

These results confirm that benefit is, by and large, still the most important issue in the 
framework. So long as paternalistic interventions are seen as having benefits — either to 
the person they affect or society at large - they may be considered justifiable.
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Our previous list of policies has worked for establishing the model; however, 
in the final framework, we want to recommend a wider array of possible 
options to policymakers. That said, a balance has to be struck between being 
comprehensive and being comprehensible. Too many options will make the 
tool difficult to use. In Study 9, we combed the behavioral literature to create a 
more extensive list of options for policymakers to consider.

Our policy options:

Default people into behavior: People are automatically enrolled in a program 
unless they opt out; for example, automatic enrollment into health insurance for 
employees.     

Require an active choice of behavior: People must make an explicit choice 
about performing a behavior; for example, having to declare if you will or will not 
get a flu shot.

Social accountability: Other people hold someone accountable; for example, 
linking your smart pill bottle to your doctor’s email so he/she can see if you take 
your pills.     

Lottery incentive: People have a chance to win a financial prize if they perform a 
behavior; for example, entering all bus riders into a lottery to win $50.       

Social incentive: Providing a non-financial reward for doing a behavior; for 
example, an “I Voted” sticker.   

Tax/fine/fee: An individual makes an additional payment for performing a certain 
undesirable behavior; for example, a tax on sugary drinks.

Bonus/reward/rebate: An individual receives an additional payment for 
performing a desirable behavior; for example, a payment for recycling aluminum 
cans.         

Increase in ease and convenience: Make a desired behavior easy and 
convenient to do; for example, bring a flu shot clinic to work to get employees 
vaccinated.          

Decrease in ease and convenience: Add barriers to make an undesirable 
behavior harder to do; for example, having to ask an employee to buy cigarettes at 
a store. 

Study 9
Testing the  
Policies
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Pre-commitment: Actively commit to a certain future course of action; 
for example, sign a contract to yourself to enforce your New Year’s 
resolution.     

If-then action plans: Make a plan for when, where, and how to act; for example, 
schedule when you’ll go to the gym next.   

Non-legal penalty:  Enforce a non-legal consequence for not doing a behavior; 
for example, firing nurses who won’t get flu shots.        

Legal penalty: Enforce a legal consequence for not doing a behavior; for 
example, ticketing drivers who don’t wear seat belts.

Education: Make information important to a behavior more easily known; for 
example, putting warning labels on cigarettes.  

Checklists: Make a list of steps to make behaviors easier; for example, providing 
people with healthy shopping lists.          

Persuasive messaging: Trying to change people’s minds so they want to 
do the behavior; for example, telling people how vaccination protects the 
community.         

Reminders: Offer reminders to help people make the right choices; for example, 
text messages to tell someone to take their medication on time.          

Social norms: Emphasize what most people do or approve of doing; for example, 
telling people how much electricity other people use to reduce usage.

Simplification: Make information simpler to understand; for example, providing 
simpler and clearer nutritional labels for food.  

Changing presentation of information: Change how information is presented 
or emphasized to make it more likely to choose certain options; for example, 
putting healthier items first on menus.          

Design: Participants saw 20 different policy types and rated each policy type for its moral 
acceptability, effectiveness, and infringement upon autonomy. We then analyzed 
this data in search for ‘clusters’ to try and reduce our number of policies into smaller, 
naturally-occurring groups of similar justifiability and nature.
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Results: Surprisingly, many policies that seem very similar were rated very differently by 
participants (for example, pre-commitment was rated as far less acceptable than 
implementation intentions). This may reflect the examples used to clarify the options to 
participants, or a simple lack of familiarity with these policy types. As in prior studies, 
participants see penalties as particularly unacceptable, as well as more threatening to 
freedom of choice.

What does  
this mean?

We should be cautious about assuming that policies that seem very similar to one 
another to behavioral scientists will be viewed in the same way by the lay public. 
However, our prior warnings about penalties are only strengthened by these results. 
Incentives are universally viewed more positively than any penalties. 
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Study 10 
Testing a Range  
of Behaviors

After Study 9, our model required only one last thing for its final test: a full 
range of behaviors, from the least to the most justifiable. Using the full 
spectrum of behaviors would allow us to be sure that the algorithm determining 
how justifiable each policy was in each situation would hold up even at the 
extremes. 

We generated a list of 19 possible behaviors as targets for paternalistic 
intervention, intentionally including controversial and disagreeable topics to 
ensure we would find targets where paternalism was not seen as justifiable:

Increasing the frequency of routine medical care (e.g., checkups)

Increasing people’s retirement savings

Increasing the amount people save from each paycheck

Reducing soda consumption

Reducing rates of smoking

Increasing engagement in weekly exercise

Increasing genetic testing for an unborn child at 12 weeks of pregnancy

Receiving marriage counseling during first six months of marriage

Reducing mentally ill individuals’ access to guns

Reducing purchases of assault-style guns in America

Reducing abortions later in pregnancy

Reducing the number of asylum seekers and refugees coming to the United States

Increasing the use of English-only instruction in all public schools

Increasing the frequency of prayer in public schools

Reducing the rate of drug use among welfare recipients

Increasing the frequency of muslim school children eating lunch during the 
religious fast of Ramadan



Our Research PAGE 34

CENTER FOR ADVANCED HINDSIGHT

Design: 308 participants each saw four of the list of 19 behaviors. They rated each behavior 
on important factors such as its benefit and cost, then indicated how acceptable 
paternalism would be in each of these situations. Participants also rated the 
acceptability of nine specific paternalistic policies chosen from the previous study.

Results: As intended, our behaviors ranged from largely unacceptable targets for paternalism 
(such as prayer in schools) to extremely acceptable targets for paternalism (such as 
smoking). 
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Increasing the rate of weight loss surgery for obese people

Increasing the rate of unmedicated births (births without epidurals or pain 
medication)

Increasing the number of women of childbearing age who take prenatal vitamins
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We selected four particular behaviors to serve as very different tests for our full model:

What does  
this mean?

People consider most behaviors as acceptable targets for paternalism, at least in the 
abstract. The exception are extremely controversial policies that likely do not result in 
benefit for their targets, and may well in fact result in harm.
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Study 11 
Exploring  
the Full Model

Across the last ten studies, we have laid the groundwork for our tool’s inputs 
(the important situational factors of cost, benefit, and autonomy) and its 
outputs (the policies we might recommend). 

In Study 11, we unified our prior work into a single study, using the full model 
to make predictions about how justifiable different policies would seem for 
different behavioral problems. We first tested the full model with Amazon 
Mechanical Turk, and are currently sampling healthcare professionals and 
policymakers to see if their views converge with the lay audience.

Design: Participants were assigned to think about one of four behaviors, chosen explicitly from 
our behavioral pretest to reflect the full spectrum of justifiability:

˚ Reducing soda consumption

˚ Reducing rates of smoking

˚ Increasing rates of bariatric surgery for obese individuals

˚ Increasing prayer in public schools

Participants then rated the behavior on cost, benefit, and autonomy factors, assessed 
how justifiable paternalism would be overall for changing this behavior, and then 
indicated how justifiable specific paternalistic policies would be. In other words, they 
essentially went through the full process of using our tool. We then took their results and 
used them to develop the full algorithm.

Results: We were successful in predicting overall justifiability from our factors and, in turn, 
predicting the ratings of specific policies from overall justifiability. The graph below 
depicts the influence of each factor on overall justifiability:
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Our algorithm was especially successful in predicting the ratings of specific policies. As 
shown below, knowing overall justifiability allowed for nearly perfect prediction of the 
justifiability of each policy:

What does  
this mean?

Testing the model in its full form allows us to complete our tool’s algorithm and tie 
important factors like benefit to self and others to the justifiability of specific policies 
like financial incentives. This study represents the last link in the chain required to create 
an empirically-informed decision aid. 
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Introduction
Human brains are poorly designed to handle the modern world. We tend 
to make emotional decisions based on mental shortcuts. For instance, 
when we go shopping, we usually don’t carefully calculate what we really 
need and what we can actually afford. Instead, we buy items because of 
things like price discounts (“50% off!”) and apparent popularity (“Only 3 
items left!”).

These mental shortcuts are frequently exploited by self-serving groups 
that have profit or power in mind, rather than health and prosperity. 
Policymakers, advocacy groups, and others in society often make efforts 
to push back against those self-serving groups.  We call these efforts 
influence: attempts to change people’s behavior for their own good, 
ideally by promoting those people’s own goals.

Some might call this concept “paternalism.” However, the term 
“paternalism” suggests a hierarchy in which one person knows what’s 
best for another. This hierarchical thinking also carries with it many other 
negative connotations associated with historical and contemporary 
abuses of power. In replacing paternalism with influence, we reject both 
the word and the idea.

Influence implies that people who seek to change others’ behavior 
can never truly know what’s best for them. Instead, the subject of 
any attempt at behavior change has to be invited to participate in the 
process. Only then can a policymaker or advocate be confident that 
their attempts are truly helping the people they seek to influence. That 
being said, a fundamental tension still exists in influence between 
preserving autonomy and promoting prosperity. How can we judge when 
interference with people’s liberty is truly ethical?

In our previous grant with the Robert Wood Johnson Foundation, 
we conducted eleven experiments to understand when influential 
interventions are seen as morally justifiable. We then used the results 
of these studies to craft a tool to help policymakers choose appropriate 
interventions. The tool asked policymakers to define the behavior they 
wish to change in terms of important factors like costs and benefits, then 
recommended a list of interventions that would be considered morally 
justifiable by most people in the given situation.

Influence:
Affecting the choices of a 
person or a group in order 
to promote their own good, 
ideally by promoting their 
own goals.

Equity:
Equity refers to fairness and 
justice and is distinguished 
from equality: Whereas 
equality means providing the 
same to all, equity means 
recognizing that we do not 
all start from the same place 
and must acknowledge 
and make adjustments to 
imbalances. The process 
is ongoing, requiring us 
to identify and overcome 
intentional and unintentional 
barriers arising from bias or 
systemic structures.39 
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However, the tool had its limitations. First, the people we surveyed in our 
experiments were skewed in several ways, including being more educated 
and more left-leaning politically. Second, the different factors we included 
in the tool, while expansive, did not cover all of the characteristics 
important in policy-making.  Third, and most importantly, we built the tool 
without taking into account the fact that influential policies may not have 
the same implications for all populations. Under the guise of benevolent 
oversight, advantaged groups in society have historically used these 
types of policies to control and harm marginalized populations, both 
deliberately and unintentionally. Our approach to influence suggests that 
all individuals need guidance, not from some more enlightened individual, 
but from our own better and more rational selves. However, we cannot 
ignore the weight of misuse of this concept.

As such, we investigated the hidden diversity within overarching 
judgments of morality. The costs and benefits of policies might apply 
differently among different groups of people - these differences should be 
reflected in judgments about how to influence behavior. This lens allowed 
us to make our research and tool more applicable to the real world and 
more useful in promoting equitable solutions to societal problems.

How can we judge 
when interference 
with people’s liberty 
is truly ethical?
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Activities Conducted in Year Two

We used a mixed-methods approach to interrogate 
our previous work and determine how best to make 
equity our tool’s foundation. We conducted interviews 
and focus groups, administered surveys, ran 
experiments, and received expert feedback on the tool 
as we iterated upon it.

Our first activity was to conduct interviews and focus groups with experts in 
the fields of ethics, equity, psychology, sociology, political science, policy, law, 
and others to determine what we had missed in our initial work and where we 
should begin when centering our tool on equity. This qualitative work helped 
us determine the most relevant variables and factors to investigate in our 
subsequent quantitative work. We also learned perhaps the most important 
fact of this research: policymaking can only truly be equitable when the 
target population is involved in the process and has representation in the 
policymaking group.

Next, we conducted surveys and experiments to better understand the factors 
of interest from our qualitative work. Instead of simply using the original tool’s 
algorithm with equity factors added in, we started from scratch to create a brand 
new algorithm with equity at its core. We investigated how the perception of 
justifiable intervention changed depending on what groups were affected, as 
well as on intervention type. We also conducted research when relevant, real-
world opportunities such as the COVID-19 pandemic arose to further understand 
different behaviors and targets of behavior change. We created experiments to 
determine potential methods for prompting policymakers to think deeper and 
more critically about the equity implications of behavior change.

1

Policymaking 
can only truly be 
equitable when the 
target population 
is involved in the 
process and has 
representation in the 
policymaking group.
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After completing our quantitative research, we used the findings to create a 
new, improved decision making tool. We expanded upon the tool’s introduction 
and results sections as well to include more information about the tool, its 
development, and how the results might be used. We piloted the improved tool 
with experts in equity and behavioral science, as well as many of the experts we 
interviewed, to get valuable feedback and iterate further, increasing the usability 
of the tool.

Finally, we disseminated our work widely. We wrote an op-ed based on the 
work, and also distributed our white paper and a link to the tool itself to our 
connections in the areas of health, finance, and policy. We tried to place our 
tool in front of as many policymakers as possible, in the hopes of affecting 
their policy creation agendas positively using behavioral science and equitable 
thinking. 

We created experiments to determine potential methods for 
prompting policymakers to think deeper and more critically 
about the equity implications of behavior change.   
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Why “influence”? Paternalism vs. influence
In our initial research and tool, we referred to the concept of affecting others’ 
behavior for their own good as “paternalism.” We used this term because it’s 
been consistently used in the past by both academics and practitioners. Over 
the course of the project, we grew to regret using this term, given the legacy of 
harm to minoritized populations. We apologize unequivocally for our decision to 
use “paternalism,” and have focused throughout year two on moving beyond this 
dangerous, outdated terminology. 

In our work to update our tool, we explored alternatives to using the word 
“paternalism” with our subject-matter experts. We discovered just how difficult 
finding an alternative term is, since the word “paternalism” conveys such a 
specific meaning. 

But this exploration for a new term in many ways mirrored our broader work 
of making equity the foundation of the updated tool. The term “paternalism” 
is problematic in part because it signals a power differential between those 
making decisions and those subject to them. Not only does it imply a rigid, 
uni-directional relationship—it also expresses a belief in the superiority of those 
being paternalistic. To frame policy as a parent-child relationship indicates that 
the subjects of policy are fundamentally incapable of making good decisions for 
themselves and must be directed by a wiser and more rational authority. 

This entire way of thinking is incorrect. Policymakers may have power over 
others, but that authority does not translate into knowing what is best for their 
constituents, subjects, or audience.  This is particularly true when one considers 
the experience of minoritized and historically-marginalized populations. 
Centuries of past injustice, embodied in policies like redlining, have embedded 
racial and class disparities in the fabric of American society. Policymakers 
who do not come from the populations their decisions affect often lack the 
experience to understand the full implications of policy. What follows are five 
examples of how paternalistic policy making can backfire.

Paternalism:
Pushing people to take actions 
that a policymaker deems to 
be “for their own good.”

We apologize 
unequivocally for 
our decision to 
use “paternalism,” 
and have focused 
throughout year two 
on moving beyond 
this dangerous,  
outdated 
terminology.

https://www.npr.org/sections/thetwo-way/2016/10/19/498536077/interactive-redlining-map-zooms-in-on-americas-history-of-discrimination


Activities Conducted in Year Two PAGE 44

CENTER FOR ADVANCED HINDSIGHT

Unintended consequences of paternalistic policy

Treating different groups or neighborhoods differently can reinforce 
ideas that minorities are “irrational”—bringing back pernicious old 
forms of paternalism. In 2008, Los Angeles tried to ban the construction of 
new fast food restaurants in a part of South L.A.—a specific area that had high 
obesity rates, but was also the most racially diverse area of the city. Such a ban 
did nothing to address the structural causes of obesity among this population, 
while sending a strong message that the individuals in this area specifically 
needed to be told what to do by the government for their own good. In fact, 
obesity rates in South L.A. increased after the ban.

Different groups have different needs. Policy-makers from privileged 
populations may have no insight into what is actually good for 
individuals in marginalized populations. Consolidating Medicare’s bariatric 
(weight-loss) surgeries to regional certified hospitals was intended to ensure 
that all patients received the best-quality care possible. However, this policy 
resulted in a considerable decline in the rates of minority patients actually opting 
in to surgery. Minority patients didn’t wish to receive treatment outside of their 
preferred hospitals, likely due to the bonds of trust they’d built with local medical 
professionals. The end result of this change only widened health disparities.

Policies that are well-designed in theory can have unintended 
consequences in execution that widen pre-existing disparities. The 
Affordable Care Act provided subsidies toward purchasing health insurance 
for most Americans and expanded Medicaid to cover many more individuals 
based on household income. However, legal challenges made this expansion 
optional, and politicians in 24 states—primarily Southern and conservative ones—
chose to reject it. In these states, low-income individuals fell into a coverage 
gap: they made too much money to be eligible for Medicaid but too little to 
receive subsidies to buy marketplace insurance. Again, a policy meant to help 
disadvantaged individuals actually harmed them in practice. 

1

2

3

https://www.governing.com/archive/gov-los-angeles-fast-food-obesity.html
https://www.jhsph.edu/research/centers-and-institutes/roger-c-lipitz-center-for-integrated-health-care/center-news/good-intentions-and-unintended-consequences-policy-challenges-of-patient-safety
https://www.kff.org/disparities-policy/issue-brief/the-impact-of-the-coverage-gap-in-states-not-expanding-medicaid-by-race-and-ethnicity/
https://www.kff.org/disparities-policy/issue-brief/the-impact-of-the-coverage-gap-in-states-not-expanding-medicaid-by-race-and-ethnicity/
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Messaging campaigns that try to be inclusive of minority 
representation can sometimes just reinforce untrue and harmful 
stereotypes. New York City took a hard line against teen pregnancy with subway 
ads aiming to shame young mothers, but the children pictured were almost all 
members of racial minorities. By seeking to ‘represent’ specific populations, the 
policymakers in this case instead targeted the individuals they were intending 
to help, exposing them to further discrimination. Messaging of this sort may 
have backfired for white populations as well, allowing them to dismiss teenage 
pregnancy as a problem for other communities only. 

Using penalties or punishments to change behavior can put extra 
burdens on society’s most vulnerable populations. Soda taxes have been 
linked to decreases in obesity in targeted cities - unfortunately, they’ve also been 
shown to be heavily regressive, burdening lower-income individuals the most. 
Proponents of soda taxes might simply suggest that this means the taxes are 
working and lower-income individuals will eventually change their behavior. 
However, obstacles such as extensive work hours and the high availability of 
soda in certain neighborhoods are disproportionately more likely to make it 
difficult for lower-income individuals to change their routines. 

A policymaker acting with good intentions might still make mistakes in any of 
the above situations. The only way to be certain that one understands how a 
policy would affect a specific group of people is to involve those people in the 
decision-making process. 

Ultimately, this is how we choose to differentiate between paternalism and 
influence: Paternalism assumes that the policymaker knows best and need 
only implement their will on their target population. Influence requires that the 
policymaker not only consult but collaborate with those who will feel the effects 
of their policy. 

Only then can equitable, just influence be created and utilized ethically.

4

5

https://www.businessinsider.com/new-york-city-ad-shames-teen-moms-on-subway-2013-3
https://www.businessinsider.com/new-york-city-ad-shames-teen-moms-on-subway-2013-3
https://www.sciencedaily.com/releases/2019/02/190221172056.htm
https://taxfoundation.org/soda-taxes-regressive/
https://link.springer.com/article/10.1186/s12966-017-0605-9
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Qualitative Research

To begin our year 2 work, we first needed to 
educate ourselves on equitable behavior change 
and policymaking, and how to center our moral 
justifiability framework on these concepts. We 
conducted twenty in-depth interviews, as well as 
two focus group discussions, with subject-matter 
experts in the fields of psychology, sociology, law, 
political science, ethics, public policy, anthropology, 
and other relevant disciplines. 

We sought to gain an expansive, interdisciplinary, and intersectional 
understanding of policy interventions, what distinguishes influence from 
paternalism, and how to promote equity within our online tool, as well as our 
wider work.

During these discussions, we identified common themes and ideas to 
determine the most important factors necessary for the creation of equitable 
policy.  Some of our principal findings include the following:

˚ By far, the most important factors for equitable policymaking are 
representation and inclusion. “Representation” means that the group(s) 
who will be affected by a potential behavior change is represented in 
the policymaking group.  “Inclusion” means that the group(s) is included 
in the policymaking process.  Our experts unanimously agreed that 
policymaking should be about empowering individuals to use their voice, 
agency, and autonomy to be involved in the processes that will shape 
their lives. Legitimate policy is created by involving those affected by it at 
every step of the process: in collaboration beforehand, in representation 
during, and in consultation afterward.  By emphasizing representation and 
inclusion, resulting policy has a much better chance of being equitable 
and furthering the goals of those being influenced.

2

Community-level, 
grassroots inclusion 
and implementation 
of policy are the 
most promising 
strategies to ensure 
trust and effective 
communication.
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˚ Policymakers must investigate and understand the context of the behavior 
that they are attempting to influence.  Policymaking does not take place in 
a vacuum. A thorough understanding of the people involved, the situation 
in which the behavior takes place, and the larger societal and historical 
context, as well as the intersection of all of these factors, is pivotal.

˚ Policymakers need to also understand the behavior change of interest, and 
how it fits into the larger context. Too often, unintended consequences 
result from policy that does not respect the context in which it is enacted, or 
does not truly address the behavior of interest.

˚ Communication and trust are essential factors in the policymaking process, 
particularly for groups who have been historically and contemporarily 
exploited by those in power.  Community-level, grassroots inclusion and 
implementation of policy are the most promising strategies to ensure trust 
and effective communication.

˚ How much a potential policy might restrict autonomy is also of utmost 
importance.  Interventions vary along a spectrum from light touch (exerting 
little direct force on behavior, such as education) to heavy touch (exerting 
extreme direct force, such as laws or mandates). Our interviewees 
suggested that there is a context-dependent balance between these two 
extremes. If a heavier-handed approach is to be used, it should always be in 
service of making the situation more equitable.

The expert discussions and resulting themes were critical to our understanding 
of equity and how to make it the foundation for our tool.  From these 
discussions, we determined the most important factors and variables to 
investigate in our subsequent experimental studies.  Several of these factors, 
such as equity of distribution and support, are directly reflected in our updated 
online tool.

If you would like to learn more about our qualitative work and findings, you can 
find a broader summary here.

https://drive.google.com/file/d/1Ye73R0rbOzh2kGHXbqFTo1g08Ovnsfrn/
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Quantitative Research

As part of our commitment to equity, we wanted to 
ensure that our algorithm for year 2 was derived from 
the opinions of all Americans. 

In year 1, we primarily recruited samples from the full range of participants 
available on Amazon Mechanical Turk. This resulted in participants who were 
more likely to be white than the average American (see page 16 in Part 1 for 
more information). As such, whenever possible in year 2, we utilized either 
Prolific Academic or CloudResearch’s panel programs to recruit nationally 
representative samples. In certain studies, we oversampled relevant subgroups 
to make better comparisons across populations.

Testing the framework
We were concerned about our year 1 studies’ ecological validity, as well as year 
2’s research framework, since both of these were largely based on hypothetical 
situations that may or may not have invoked “real-world” opinions from 
participants.  As such, we began with several studies examining if individuals’ 
opinions are different when thinking about a hypothetical situation versus a 
realistic situation.

3
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Political Party
Democratic 41-52%

Republican 17-30%

Independent 19-25%

Libertarian 2-3%

Green 0-2%

Other 1-2%

None 2-5%

Gender
Male 45-60%

Female 40-54%

Non-binary 0-2%

Additional category 0-1%

Age
37-46 years  
(standard deviation: 11-18 years)

Ethnicity
American Indian/ 
Alaska Native

0-3%

East Asian 3-8%

South Asian 1-3%

Black 9-13%

Native Hawaiian or  
Pacific Islander

<1%

White 66-76%

Multiracial 1-8%

Additional Category 0-2%

Hispanic 3-10%

Income
$29,999 or less Bottom 25%

$30,000 to $89,999 Middle 50%

$90,000 and greater Upper 25%

Education
Less than high school 0-2%

High school diploma/GED 8-25%

Some college 15-23%

Associate’s degree 9-12%

Bachelor’s degree 23-46%

Some graduate school 3-5%

Graduate/professional degree 12-22%

Population Samples:  
(averaged across studies)
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Study 1 
The Justifiability 
of Dress Codes 

When using policy to influence behavior, decision-makers must be sensitive to 
past injustices that have embedded racial and class disparities in the fabric of 
American society. Even if decision-makers have people’s best interests in mind, 
policies can further enshrine or even exacerbate inequality. Many policies that 
are ostensibly race-neutral have very different implications for individuals of 
different races. 

Dress code policies often use coded words, such as requiring “natural” or 
“professional” hairstyles. These vague terms are disproportionately applied 
to discriminate against African-American hairstyles, such as locks or braids. 
Therefore, our goal was to investigate whether people recognize that these 
types of dress code policies are more punitive towards Black people than White 
people, and if people judge policies that are discriminatory in nature as morally 
justifiable.

Design: In July 2020, 1,897 participants were recruited from Prolific. Among the sample, 924 
participants identified as Black American and 973 participants identified as White 
American. Participants were randomized to read about a hypothetical dress code policy 
that has banned hairstyles that are commonly worn amongst Black Americans (braids, 
twists, and locks) or White Americans (ponytails, man buns, and pixie cuts) within a 
hypothetical (made-up world) or real world (United States) setting. 

Therefore, the study had two independent variables—type of hairstyle and setting—with a 
total of four treatment groups: Real World/White hairstyles, Real World/Black hairstyles, 
Hypothetical World/White hairstyles, and Hypothetical World/Black hairstyles. After 
reading the scenario, participants were asked a series of questions related to the dress 
code policy. Our primary outcomes of interest were the following: 1) participants’ moral 
justifiability rating for enforcing the dress code policy and 2) participants’ rating of the 
justifiability of specific policies (termination, fines, and bonuses) to enforce the dress 
code. We examined these outcomes across race and by treatment group.

https://theundefeated.com/features/the-untold-story-of-wrestler-andrew-johnsons-dreadlocks/
https://www.al.com/news/mobile/2018/04/mobile_woman_wants_supreme_cou.html
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Results: People are more likely to rate a dress code policy as morally unacceptable when the 
policy targets hairstyles worn predominantly among Black Americans. We found that, 
by race, White Americans are more likely to rate the dress code policy as more morally 
unacceptable compared to Black Americans. These findings are significant regardless 
of the setting in which the dress code policy took place.  

Results revealed that people find all of the policies to enforce the dress code immoral. 
However, these ratings were more pronounced for the Black hairstyles. 
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Results: 
(continued)

We also found individual differences—Black Americans thought that bonuses to enforce 
the dress code policy that bans White hairstyles were more acceptable compared to the 
Black hairstyles.
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What does  
this mean?

While everyone viewed the dress code policy as morally unjustifiable, the magnitude was 
greater for Black hairstyles than White hairstyles. This suggests that participants are 
aware of how certain hairstyles are associated with distinct cultures and races and that 
it would be unfair to deem hairstyles that are racial markers as morally wrong. Policy 
makers should be sure to have a good understanding of the characteristics associated 
with the population that they are trying to help so that they will not unintentionally cause 
more harm than good to their constituents.
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Study 2
Tobacco  
Use on  
College 
Campuses

In the early summer of 2020, Duke University announced an upcoming ban 
on tobacco products on campus. This provided an opportunity to examine a 
heavy-handed form of influence in a real-world scenario, adding context to our 
prior hypothetical work.

During May-June 2020, 687 participants were recruited: 313 of the participants were 
Duke students, and 368 were students from other universities (recruited via an online 
survey platform). This created a “natural experiment,”where the concept of a tobacco 
ban was real for Duke University students but hypothetical for students from other 
universities. We asked all of the students how morallythey viewed a tobacco ban, and 
measured the difference in justifiability between the Duke and non-Duke groups.

Overall, the ratings from Duke and non-Duke students appeared to be the same, 
suggesting that, in this instance, hypothetical ratings served as a good proxy for ratings 
of those who are facing the policy in reality. We also broke down ratings by whether the 
participant used tobacco products or not. Here we found that tobacco users tended to 
rate the benefits of the policy as lower for both themselves and the campus community, 
particularly for non-combustible tobacco products (e.g. vaping). Costs were rated 
similarly regardless of whether one was a tobacco user. Finally, tobacco users also rated 
the justifiability of the policy lower than non-tobacco users, though in absolute terms, 
even tobacco users rated justifiability as neutral or slightly higher on average.

What does this mean? These results suggest that, in the case of a tobacco ban, ratings of benefits/costs 
and justifiability are very similar regardless of whether the policy proposal is real 
or hypothetical. However, it is worth noting that we used school as a proxy for real/
hypothetical, and that there may be other factors at play. Also, the ban was not enacted 
yet at Duke, so perhaps it still felt somewhat hypothetical to some. 

This study demonstrates the value of differentiating those who will be affected more or 
less by a policy. Relative to non-tobacco users, tobacco users perceived fewer benefits 
of such a policy and rated it as less morally justifiable, which suggests that individuals 
are likely to be less accepting of policies that influence behavior when it is a behavior 
that they themselves engage in.

Design:

Results
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Study 3
Influence  
for COVID-19  
Safety

In the early days of the COVID-19 pandemic, opposition to mandates for 
COVID-19 safety split heavily along partisan lines. This provided an interesting 
real-world test for people’s comfort with trade-offs between autonomy and 
the greater good. We compared responses to COVID-19 safety measures and 
influenza safety measures to determine how much the urgency, severity, and 
politicization of the pandemic drove perceptions of influence policies.

Design: In May 2020, 808 participants were assigned to think about either COVID-19 or the 
flu. They were then asked to consider the morality of different influence policies to 
encourage first handwashing and then stay-at-home behavior. We also assessed 
important variables that might explain differences between the flu and COVID-19 (like 
urgency and severity of disease), and individual differences (like political affiliation and 
preferences for liberty vs. safety). 

Results: By and large, our participants viewed influence as justified for both influenza and 
COVID-19, but moreso for handwashing than staying at home. 
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Results: 
(continued)

Negative policies like taxes or jail time were strongly disliked, but positive policies 
like education and payment were viewed well. Doing nothing at all was also viewed 
negatively. 

Across our results, more conservative participants saw influence more negatively, but 
didn’t respond differently to disease state or behavior. However, people who prize safety 
over liberty were less likely to differentiate between handwashing and staying at home.

What does  
this mean?

By and large, people support influence policies to improve COVID-19 safety – as long as 
they are rewards and not punishments.
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Study 4
Influence  
for COVID-19  
Safety –  
Version 2

As the COVID-19 pandemic evolved, we re-considered the results of our initial 
survey. One issue we had is that many of the participants assigned to consider 
the flu misread their instructions as pertaining to COVID-19. We revised the 
study to make the materials clearer, and also added some additional measures 
looking at conspiracy mentality, the tradeoff between supporting the economy 
and public health, and perceptions of political party beliefs.

Design: In August 2020, 1,179 participants were again assigned to think about the morality of 
influencing handwashing or staying at home, to prevent either COVID-19 or the flu. The 
same situational and individual differences were measured again as well.  

Results: We now find that influence is more justifiable for COVID-19 than influenza, especially for 
staying at home. 



Quantitative Research PAGE 58

CENTER FOR ADVANCED HINDSIGHT

Results: (continued) In addition, we see that conservatives show lower acceptance of heavier-handed 
influence. For example, liberals see nearly-equal justifiability in influencing people to 
stay at home versus wash their hands, but conservatives much more strongly object to 
stay-at-home policies.

What does  
this mean?

While everyone in our sample supported influencing safety behavior to protect against 
COVID-19, we see clear differences in support between Democrats and Republicans. 
These differences are amplified when the influence is heavier-handed, either in support 
of a more drastic safety measure (stay-at-home behavior) or implemented via a stronger 
policy (taxes or legal mandates). 

These results don’t necessarily tell us why people view these behaviors so differently. 
Seeing influence as more or less justifiable could be related to any of the factors 
our previous work has identified, such as disagreeing on the costs and benefits of 
a behavior. However, costs and benefits don’t always apply equally to everyone in 
society. Recognizing that certain populations disproportionately benefit while others 
disproportionately pay the cost is an important part of crafting equitable policy.
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Study 5
Interventions  
for Seeing 
Inequity

Many attempts at influence backfire due to unintended consequences 
that arise when a policymaker lacks a thorough understanding of their 
target audience. To create more ethical policymaking, our tool should help 
policymakers understand when their policies might unintentionally create or 
worsen inequity. We decided to test a two-pronged approach: 

˚ Identifying the ways how a policy might be inequitable;

˚ Identifying the groups that are particularly vulnerable in those ways.

Design: In January 2021, we asked 875 participants to consider two behaviors chosen randomly 
from a list of eight. One group of participants simply rated each behavior’s benefits, 
its costs, and if those benefits and costs were equally distributed across all parts of 
society. The other two groups first considered how the behavior might be harder or less 
beneficial for some people, and who those people might be.  

Our Eight 
Behaviors 
Included:

This list includes several prejudiced and discriminatory behaviors. This is 
not because we consider them appropriate targets for influence. Instead, we 
wished to study the difference between policies that might have unintended 
negative consequences (e.g., drinking less soda) and policies that are explicitly 
discriminatory (e.g., transgender bathroom bans). It is important to understand if 
people see influence as less justifiable when it's openly used to marginalize others.

1. Encouraging people to drink less soda

2. Discouraging people from wearing headscarves or hijabs

3. Encouraging underrepresented minorities to attend college

4. Discouraging felons from voting

5. Encouraging people to open retirement accounts

6. Discouraging people from using recreational drugs 

7. Discouraging transgender people from using bathrooms that don’t match 
their sex assigned at birth 

8. Encouraging people to get the flu shot
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Results: Interestingly, our participants recognized that most all of these behaviors had equity 
implications, whether or not they went through our prompts.

We found that our eight behaviors clustered into three groups: healthy behaviors (less 
soda, flu shot); lifestyle choices (minorities attending college, retirement accounts, 
drug use); and topics that seemed driven by prejudice and discrimination (transgender 
people’s bathroom use, headscarves, felons voting). Influence was less justifiable for the 
prejudice cluster than the other behaviors.
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Results: (continued)

What does  
this mean?

A simple task designed to make people think about how and for whom a policy might 
have unintended consequences doesn’t seem to show much effect. It might be because 
people are already doing a good job of recognizing equity implications, or it might be 
because people lack the knowledge to see what they’re missing.

Three clusters of behaviors
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Updating the algorithm
The next six studies we conducted used a specific methodology we created 
in order to empirically test how different aspects of a situation influenced 
perceptions of justifiability. This design is based on ‘vignettes’, short 
hypothetical scenarios where we set out conditions we could systematically 
vary to examine their impact on justifiability.

For these vignettes, we asked participants to imagine a hypothetical country 
that was occupied by two ethnic groups—White people and Black people in 
realistic conditions, or Hibbles and Glerks in hypothetical conditions. This 
country was either equally split between these ethnic groups (50/50%) or had a 
clear majority/minority split (80%/20%). 

Decision-makers in this hypothetical country were considering whether or 
not they should influence their constituents to adopt a certain behavior. This 
behavior had been assessed by a council of experts and scientists to rate it on 
different dimensions: our factors of interest, such as benefits and costs. The 
specific dimensions included varied from study to study, but were always rated 
either low (3/10 or 30/100) or high (7/10 or 70/100). 

Here is an example vignette, with the factors that vary between vignettes 
italicized:

˚ In this study, you will be faced with a number of scenarios. In each scenario, 
the government is considering if they should influence their citizens to get a 
certain preventative health screening.

˚ A group of science and policy experts has rated how people feel about 
getting the screening. Specifically, they have rated its benefits, costs, and 
how fairly they are distributed.

˚ The experts considered many different types of benefits and costs, not just 
monetary. For example, getting the screening might provide reassurance 
that you are healthy, which also counts as a benefit. But getting the 
screening might take a lot of time, which also counts as a cost.

˚ The experts also studied how equitably (i.e., distributed according to need) 
the costs and benefits were distributed. For example, the screening might be 
most useful to people who are lower-income or social status, which would 
be highly equitable. On the other hand, the screening might be most useful 
to people who have a lot of money or social status, which would be highly 
inequitable.

This design is based 
on ‘vignettes’, 
short hypothetical 
scenarios where 
we set out 
conditions we could 
systematically 
vary to examine 
their impact on 
justifiability.
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Benefits:

7/10 The screening is expected to be very beneficial - detecting the 
condition is important.

OR

3/10 The screening is NOT expected to be very beneficial - the  
condition is pretty minor.

Costs:

7/10 The screening is expected to have many costs - it is expensive and 
time-intensive.

OR

3/10 The screening is expected to have few costs - it is affordable and  
fast to administer.

Fairness of distribution:

7/10 People who are already worse off will benefit much more from this 
screening than people who are better off in society.

OR

3/10 People who are already better off will benefit much more from this 
screening than people who are worse off in society.

Vignettes vs. Freeform Ratings 

You may recall that in year 1, we had participants provide their own ratings of the 
relevant factors. Our research into influence began with a lengthy list of potential 
factors that might drive judgments of justifiability. Using open ratings in year 1 
allowed us to determine which of those factors had the strongest relationship 
with justifiability, and which could be omitted. Entering year 2 with a slimmer 
list of possible factors, we could then use vignettes to more stringently test the 
effects of specific factors in isolation. 

For example, we do not need to rely on participants to recognize how the costs 
and benefits of a behavior differ for different groups—we can be explicit that 
these differences do exist, and then test their impact on justifiability. In Study 
3, however, we do use a similar open-ended rating structure to assess whether 
or not people do recognize the different experiences people have with different 
behaviors.

Our research into 
influence began 
with a lengthy 
list of potential 
factors that might 
drive judgments of 
justifiability.
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UPDATING THE ALGORITHM 
Study 1 
Costs and  
Benefits in 
Hypothetical 
Groups 

In order to build an algorithm that estimates the justifiability of influencing 
different behaviors, we need to know how benefits and costs of the behavior 
relate to justifiability. It is also important to know how people respond when 
those benefits and costs are different for different groups (e.g., perhaps the 
majority group in a country will benefit greatly relative to the cost, whereas the 
minority group will not). 

We provided a U.S. representative convenience sample of 1,033 participants with 
a scenario in which policy-makers wanted to influence people to get a preventative 
health screening. Participants were randomized into a version of the study in which the 
hypothetical country was comprised of either 80% Hibbles and 20% Glerks, or an even 
50%/50% split. They then rated the justifiability of influence for sixteen vignettes that 
systematically varied the costs and benefits of the health screening to be either high or 
low. Participants were also asked to rate the justifiability of the following methods of 
influencing behavior given the stated benefits and costs:

A tax, fine, or fee: Make people pay a small amount of money if they don’t  
get the screening.

A payment or incentive: Pay people a small amount of money when they 
successfully get the screening.

Education: Make it very clear to people why and how they should get the 
screening.

Do nothing: Avoid the use of any policy to encourage people to get the screening 
at all.

Make screening easier: Improve access to screening to make it easier to get.

Make screening a default: Have doctors automatically schedule people for 
screening unless they opt out.

Results: Ratings of moral justifiability grew as the difference between benefits and costs (i.e., 
higher benefits and lower costs) got wider. Also, people took benefits and costs to both 
groups into account - justifiability was greatest when benefits for both groups was 
highest.

Design:
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Results: (continued)

When it comes to the justifiability of policies, participants favored light-touch policies 
the most. Justifiability of the policy increased as benefits outweighed costs for every 
policy except for doing nothing, in which the relationship was reversed (doing nothing 
was more justifiable when costs were higher than benefits.) 

For more heavy-handed interventions, participants were particularly sensitive to 
benefits/costs for both groups—when costs were higher for one group, there was 
little difference in justifiability even if benefits were higher for the other.
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What does this mean? ˚ People are sensitive to the benefits and costs of behavior when determining the 
justifiability of influencing people to engage in it. Furthermore, people also take 
into account the relationship between benefits/costs for multiple groups. If one 
group has higher benefits, but another has higher costs, overall justifiability will 
be rated lower.

˚ Interventions that are either purely informational (i.e., “light-touch”) and those 
that are rewarding (like incentives) are very popular. People tend to dislike 
interventions that are punitive in nature (like taxes or fines) and therefore require 
a higher standard in terms of benefits over costs than for other policies. Doing 
nothing at all is more justifiable than punitive interventions, but people would 
rather see policy-makers influencing behaviors using carrots than not at all.

Results: (continued)
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UPDATING THE ALGORITHM 
Study 2 
Costs and 
Benefits in  
Real-World 
Groups

The previous experiment demonstrated that people incorporate benefits 
and costs of a behavior for two hypothetical groups when judging whether 
influence is justifiable. They also were also sensitive to whether a group was in 
the minority or majority when it came to judging how benefits for the minority 
influenced justifiability. In this study, we were interested in whether or not 
these same patterns would persist when the majority/minority groups were real 
groups—in this case Black and White people.

Design The design was identical to the previous study except that Hibbles were replaced with 
White people and Glerks with Black people. 1,202 participants were recruited for this study.

Results: Just as in the prior study, ratings of moral justifiability grew as the difference between 
benefits and costs (i.e., higher benefits and lower costs) got wider. Also, people took 
benefits and costs to both groups into account, such that the positive relationship 
between justifiability and benefits relative to costs for one group was strongest when 
the benefits grew higher than costs for the other. In this experiment, people also found 
influence to be more justifiable when the country was majority/minority -- except when 
costs for both groups were high. If costs for White people were high, influence was more 
justifiable if it was a majority/minority country and the minority gained large benefits.  
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Results: (continued) The order of justifiability for policies from the prior experiment was replicated in this one 
as was the relationship between benefits/costs and justifiability for each of the policies. 
As in the prior study, for heavy-handed policies, people were particularly sensitive to 
benefits/costs for both groups —if costs were higher for one group, there was little 
difference in justifiability even if benefits were higher for the other. 

What does this mean? ˚ We replicated several main findings from the previous experiment, as people are 
sensitive to the benefits and costs for both groups who may be influenced to 
engage in the behavior.

˚ When costs are greater for White people, people take the benefits to Black people 
more into account if they are the minority group. In other words, even if costs are 
high for White people, it appears that people may see influence as more justifiable if 
Black people benefit greatly from it. This pattern suggests that there are situations 
in which people are okay with White people taking on more costs in order to benefit 
Black people.

˚ We showed once more that people require both groups to benefit from more 
punitive types of influence in order to see them as justifiable. So if you are planning 
on taxing/fining people in order to encourage a behavior, the benefits must 
outweigh the costs for every group involved.
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UPDATING THE ALGORITHM 
Study 3 
Comparing  
Real and 
Hypothetical 
Groups

In Experiments 1 and 2, we found that individuals are sensitive to the costs 
and benefits of majority and minority groups when judging justifiability of 
influencing the behavior to get a medical screening; however, these differences 
were quite small for this behavior. One potential reason for this is the fact that 
we provided individuals with hypothetical “expert” ratings of benefits and costs 
to use in their judgments. In this experiment we ask 3 questions:

˚ How do people rate benefits, costs, and justifiability for majority/minority 
groups for different behaviors, some of which have explicit relationship to 
majority/minority status?

˚ Are there differences in how people rate benefits, costs, and justifiability 
depending on whether the groups are hypothetical versus real?

˚ How do people rate justifiability of different types of influence for different 
behaviors and does this differ depending on whether the groups are 
hypothetical or real?

Design: 959 participants rated 8 behaviors (see the list of 8 behaviors in Study 5’s sidebar 
on page 58) on the benefits and the costs of the behavior to a majority and minority 
group (either Hibbles and Glerks or White and Black people). They then rated the moral 
justifiability of influencing this behavior, followed by rating the justifiability of a number of 
different ways of influencing the behavior.

Results: The only differences between benefit ratings for majority/minority were for discouraging 
felons from voting, and encouraging underrepresented minorities to attend college. For 
discouraging felons from voting, the majority was rated as  benefiting more whereas 
for encouraging minorities to attend college, minorities benefited more. The difference 
between benefits for majority and minority were larger when the groups were real (i.e., 
Black and White people) -- the difference being primarily driven by lower ratings of 
benefits for White people as compared to Hibbles.
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Results: (continued)

For costs, encouraging underrepresented minorities to go to college was rated as more 
costly for the majority group, and discouraging people from wearing headscarves/hijabs 
and discouraging felons from voting were rated as more costly for the minority group. 
Discouraging headscarves/hijabs was also rated as more costly for the hypothetical 
group overall, but the difference between majority/minority was larger for the real group. 
For discouraging felons from voting, the difference between majority/minority was also 
larger for the real group.
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Results: (continued)

Across all behaviors, influence was judged as more justifiable for hypothetical compared 
to real groups (though this pattern was more pronounced for some behaviors.) 
Furthermore, justifiability was very low for reducing behaviors that were associated with 
minority groups (discouraging headscarves, felon voting, and bathroom use matching 
sex assigned at work.) 
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Results: (continued)

The same policies for influencing behavior were provided as in Experiment 1. Across all 
policies, influencing hypothetical groups was more acceptable for encouraging getting 
flu shots, discouraging felons from voting, and discouraging recreational drug use. For 
discouraging headscarves, felon voting, and bathroom use matching sex assigned at 
work, the highest rated policy was to do nothing, whereas, for the rest of the behaviors, 
people preferred light-touch policies over heavy-handed ones.

What does this mean? For policies that people see as disproportionately affecting a minority group, benefits 
and costs to the minority group tend to matter more than those for the majority. Whereas 
judgments for hypothetical groups tend to show very similar results to real ones overall, 
hypothetical scenarios can lack the depth of context that comes with having knowledge 
about how specific real groups might be differentially affected in certain situations. 
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UPDATING THE ALGORITHM 
Study 4 
Balancing 
Benefits and 
Support

Studies 1-3 set a pattern for how we would conduct our final set of studies. 
As we typically saw very similar effects for real vs. hypothetical groups, and 
no single real-world group would work to illustrate differences in power and 
privilege across all behaviors, we utilized hypothetical groups for Studies 4-6.

Study 4 factors in the role of support, defined here as a person or group’s pre-
existing desire to engage in a behavior. While support tends to be higher for 
beneficial behaviors, there are many behaviors that people recognize as good 
for them but still don’t prioritize—for example, exercise. This distinction is even 
more useful in the context of equity. It can be difficult to comprehend all of the 
ways in which a behavior might differ for a specific group. Measuring support 
for a specific behavior can capture some of these nuanced and complicated 
factors that may not be covered by a traditional cost/benefit analysis. 

Design: 1,279 participants were assigned to think about either a financial behavior (taking a 
financial health test) or a health behavior (receiving a preventative health screening). 
These behaviors were potential targets for influence in a hypothetical country 
populated by 80% Hibbles and 20% Glerks. Participants read a series of vignettes which 
systematically varied the benefits of the behavior, Hibbles’ support for the behavior, and 
Glerks’ support for the behavior. In each vignette, participants assessed the justifiability 
of influence as a whole and then the justifiability of five specific policies, drawn from our 
list of twenty-one. Each of these three factors was either assigned to low (3/10) or high 
(7/10) values, for a total of eight vignettes.
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21 Policies

1. A tax, fine, or fee: Make people pay a 
small amount of money if they don’t do the 
specified behavior.

2. A payment or incentive: Pay people a small 
amount of money when they successfully do 
the specified behavior.

3. Education: Make it very clear to people 
why and how they should do the specified 
behavior.

4. Do nothing: Avoid the use of any policy 
to encourage people to do the specified 
behavior.

5. Make it easier: Improve access to make it 
easier to do the specified behavior.

6. Make it a default: Automatically schedule 
people to do the specified behavior unless 
they opt out.

7. Require an active choice: Make people sign 
a letter to make an explicit choice not to do 
the specified behavior.

8. Social accountability: Have people 
announce on their social media if they 
choose not to do the specified behavior.

9. Lottery incentive: Give people a chance to 
win a small amount of money when they 
successfully do the specified behavior.

10. Social incentive: Give people a sticker or 
button to wear after they do the specified 
behavior.

11. Make it harder: Contact people multiple 
times to confirm that they choose not to do 
the specified behavior.

12. Pre-commitment: Have people sign a pledge 
to do the specified behavior.

13. If-then action plans: Ask people to make 
a plan for when, where, and how to do the 
specified behavior.

14. Non-legal penalty: Reduce people’s access 
to local services like public schools if they do 
not do the specified behavior.

15. Legal penalty: Charge people with a 
minor crime if they do not do the specified 
behavior.

16. Checklists: Make a list of steps to make 
it easier for people to do the specified 
behavior.

17. Persuasive messaging: Use ads or stories 
to change people’s minds so they want to do 
the specified behavior.

18. Reminders: Offer reminders to help people 
do the specified behavior.

19. Social norms: Emphasize what most people 
do or approve of doing - for example, telling 
people how many others decided to do the 
specified behavior.

20. Simplification: Make information about 
doing the specified behavior easier to read or 
understand so more people do the specified 
behavior.

21. Changing presentation of information: 
Make it more likely people will choose to 
do the specified behavior - for example, by 
presenting information about the behavior 
any time somebody’s reading something 
related to that behavior.
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Results: Across all of our vignettes, justifiability was higher for the health screening than the 
financial test:

However, benefits and support tell a more complicated story. Benefit was more predictive 
of justifiability than support: when benefits were high, influence appears justifiable 
across the board, regardless of support. But support does matter, especially among 
the majority—in every circumstance, we see that high support among Hibbles results in 
higher justifiability than high support among Glerks.
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Results:  
(continued)

Interestingly, minority support sometimes has a paradoxical effect in our results, 
which you can see by looking pat the right two pairs of bars on the graph above. When 
separated from the rest of the graph, they demonstrate that when benefit is high, 
minority support doesn’t play a role - but when benefit is low, justifiability is actually 
higher if the minority group doesn’t support the behavior.
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Results:  
(continued)

When we examine specific policies, we again see that heavy-handed and/or punitive 
policies are unjustifiable, while lighter-handed policies like education are approved 
of. Specific policies also complicate the story around behaviors: payment is more 
acceptable for the financial test than the health screening.

What does this mean? People accept influence for behaviors that serve the greater good, even if the subjects 
of that influence aren’t eager to change their behavior. In some situations, the support of 
a hypothetical minority group might actually lower justifiability, perhaps because people 
think a minority shouldn’t dictate the actions of a majority. Health may be a better target 
than finance for influence, but across the board, punitive influence is inappropriate. 
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UPDATING THE ALGORITHM 
Study 5 
Evidence for
and Prevalence
of Benefits

Our previous study examined the role of level of support in predicting 
justifiability, finding that overall, people still accept influence when support is 
relatively low (though justifiability is clearly higher when a majority support 
the policy.) Whereas judging support for influencing behavior is important, 
it is also crucial to know how many people in particular groups benefit from 
the behavior. In this experiment, we took a look at the relationship between 
justifiability, how many people benefit from the behavior, and the evidence for 
the benefit of the behavior.

Design: 1,449 participants were assigned to think about either a financial behavior (taking a 
financial health test) or a health behavior (receiving a preventative health screening). 
These behaviors were potential targets for influence in a hypothetical country 
populated by 80% Hibbles and 20% Glerks. Participants read a series of vignettes 
which systematically varied the proportion of Hibbles and Glerks benefiting from the 
behavior as well the strength of evidence for the benefit of the behavior. In each vignette, 
participants assessed the justifiability of influence as a whole and then the justifiability 
of five specific policies, drawn from our list of twenty. Each of these three factors was 
either assigned to low (3/10) or high (7/10) values, for a total of eight vignettes.

Results: As in the previous experiment, health screening was more justifiable than the financial 
test. Justifiability was higher when evidence of benefit was stronger (and this difference 
was greater for health screening than financial test.) The only time strength of evidence 
didn’t seem to matter is when comparing a behavior with large benefits and little 
evidence with a behavior with small benefits and strong evidence.
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Results: (continued)

We replicated prior work showing that heavy-handed policies were less justifiable. 
Furthermore, evidence strength, and proportion benefiting mattered most for light-touch 
interventions and mattered less for heavy-handed interventions.

What does this mean? People are more supportive of influence when there is stronger evidence for the 
effectiveness of behavior change and when a larger proportion of individuals will benefit 
(regardless of majority/minority status).
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UPDATING THE ALGORITHM 
Study 6 
Equitable 
Distributions  
of Benefits  
and Costs

Thus far, we have examined how benefits and costs, representation, and the 
proportion of majority/minority groups benefiting have affected the justifiability 
of influencing behavior. This study examines how the fairness of distribution 
of benefits to people who are better or worse off affects justifiability. For this 
experiment, fairness is defined in terms of equity, such that high fairness 
scores represent people who are already worse off  benefiting more than those 
who are better off and low fairness reflects the opposite.

Design: 1,423 participants were assigned to think about either a financial behavior (taking a 
financial health test) or a health behavior (receiving a preventative health screening). 
Participants read a series of vignettes which systematically varied the benefits, costs, 
and fairness of how benefits are distributed. (In this experiment, we did not have a 
majority/minority group manipulation.) In each vignette, participants assessed the 
justifiability of influence as a whole and then the justifiability of five specific policies, 
drawn from our list of twenty. Each of these three factors was either assigned to low 
(3/10) or high (7/10) values, for a total of eight vignettes.

Results: Justifiability ratings were higher when benefits were more fairly distributed, when 
benefits were high, and when costs were low. As in prior experiments, justifiability was 
greater for the health screening than the financial health test. Fairness mattered more 
for the financial test than for the health screening. Individuals also rated behaviors with 
unfairly distributed, but high benefits as more justifiable than those that were fairly 
distributed with low benefits.

As in previous experiments, the more heavy-handed policies were less justifiable. 
Policies that were less heavy-handed also showed greater difference between high and 
low benefits, costs, and fairness. Finally, doing nothing showed the opposite pattern from 
the rest of the policies, with low benefit, high cost, unfair policies being more justifiable 
when doing nothing.
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Results: (continued)

What does this mean? People perceive influence as more justifiable when the benefits of that influence are 
equitable, suggesting that even if benefits aren’t equally distributed throughout a 
population, as long as those benefits are going to those who need them the most, people 
are supportive.



Our Algorithm 
and Tool
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Our Algorithm and Tool

Over 22 studies and two grants, we have collected 
a wealth of data about how different aspects of a 
situation relate to perceptions of the justifiability  
and equity of influence. Our algorithm combines this 
data to predict how policies might be considered by 
those affected.

This algorithm is the backbone of the decision tool we’ve created. By making 
decision makers reflect on the different factors that determine an intervention’s 
justifiability, we hope to encourage them to carefully consider which intervention 
to use in what situation.

The user journey

Our tool starts by helping the user identify a key behavior that they wish to 
change. The user then commits to providing honest answers to our questions,  
as research has shown that such pre-commitments help encourage honesty 
across many types of behaviors.

Afterwards, the tool assesses the user’s knowledge of the full context of their 
key behavior. The user is asked to consider the potential inequities hidden within 
the behavior. For example, are there reasons why certain people might find the 
behavior more difficult or less beneficial? These reasons allow us to prompt the 
user to think about groups of people who might be differently affected by the key 
behavior. 

For instance, if a user wishes to encourage people to eat a healthier diet, they 
will likely recognize that some people might have financial issues that make 
eating healthier more difficult. That realization leads to a recognition that low-
income groups deserve special consideration when thinking about influencing 
healthier eating.

1

2

IDENTIFY BEHAVIOR

CONSIDER CONTEXT

Power
The capacity of an  
individual or group to influence 
the actions, beliefs, or behavior 
of others, usually using political 
and/or social means.
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The identification of these affected communities is a key part of our tool’s 
commitment to equity. Once these groups are identified, the tool asks the user 
to think more deeply about their relationship to these specific populations. For 
example, we ask the user to think about the nature of their power related to 
this group: what type of authority makes the user able to change this group’s 
behavior?

Identifying affected communities also allows the tool to assess the extent to  
which the user truly understands their key behavior. We ask about scientific 
research: has the user consulted the existing evidence base concerning their 
behavior of interest? Just as importantly, however, we also ask about the 
user’s inclusion of the influenced communities in their initial research. The tool 
acknowledges that collaboration with the communities one seeks to influence  
is a bare minimum—actual representation of those communities in the 
policymaking group should be the standard.

Users who indicate that they haven’t conducted research and sought out 
collaboration to inform their attempt at influence are strongly cautioned not to 
proceed with using the tool, as we believe they cannot truly understand the 
benefits, costs, and other factors of a behavior that are necessary to complete  
the tool.

This section of the tool is designed to prompt reflection and thought on the  
user’s part, rather than directly feed into the algorithm. It is our hope and  
intention that users who discover they have not adequately prepared will set 
the tool aside and follow our suggestions for research and collaboration before 
returning to complete the tool.

Once the user has finished defining the behavior and context, the tool moves  
on to factors that drive the algorithm. These include benefits and costs, but  
qualify them by also asking about the fairness of distribution: who pays, and  
who gains? Additional concepts like the strength of evidence supporting the 
benefits, the number of individuals who will genuinely benefit, and the support 
people feel toward the behavior are asked as well. To aid the user’s answers,  
we provide visual guides and suggestions. For example, when asked to think 
about the benefits of their behavior, the user is prompted with a list of different 
types of benefits that might apply: financial, social, health, etc.

At the end of the tool, we ask the user how sure they are of their answers. This 
allows us to build in some room for error if the user feels the situation is less 
clear-cut than their responses might have suggested.

3

5

6

4

EVALUATE POWER

COMPLETE FACTORS

VERIFY ANSWERS

DEMONSTRATE  

KNOWLEDGE & INCLUSION
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The tool is available online at www.influencingforgood.com

We then enter the user’s answers into our algorithm to calculate an overall 
rating from 1-100: which equates to the likelihood that some form of influence 
will be viewed as justifiable in the given situation by a representative sample 
of Americans. A second algorithm links this score to the justifiability of each 
policy option (e.g. making the behavior a default, incentivizing the behavior, etc.), 
presenting them on a spectrum from clearly unacceptable to clearly acceptable.

Along with the policy options, the final page of the tool reiterates any warnings 
the user received earlier around research and inclusion. We wish to be clear that 
the results of the tool are entirely dependent on the quality of the information 
that users provide—if their perception of the situation is wrong, the tool’s 
recommendations will be as well. Ultimately, what the tool provides is not a 
concrete moral judgment of right or wrong. Instead, it offers information the 
user can reference  to decide what policy options might make the most sense 
for addressing a behavior change of interest.

Limitations of the tool
Research on behavioral biases show that we are all irrational decision makers, 
whatever our place or power in society. Even experts, and perhaps especially 
experts, must look very closely at their own biases before making judgments 
about others’ decision-making.

Like the rest of us, those who design interventions are human. This is 
important to take into consideration when using the tool. While we provide the 
user with reminders of where biases might impact their judgment, the tool’s 
recommendations rely on the user’s inputs and ability to accurately report on 
factors such as benefits and costs.

Whereas the tool cannot guarantee an objective rating of justifiability for any 
given behavior change, our hope is that users will set aside time to carefully 
consider each of the factors that our research identified as important 
components of justifiability.

Because the idea of influence is so complex, it is easy to make quick decisions 
about how heavy-handed one should be  without putting careful thought into how 
moral it is for a given situation. Our goal with this tool is not to provide definite 
answers about the morality of interventions, but rather to try to slow down and 
systematize how these decisions are made.

7 RECEIVE RESULTS
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Conclusion 
Large-scale policy solutions present a thorny dilemma. Heavier-handed 
interventions are likely to be far more effective than conventional awareness 
and education campaigns, yet people tend to resent the idea of infringement on 
their freedom of choice, or they mistrust the policy making systems in place. 
This is understandable, as heavy-handed interventions have often been used to 
disenfranchise society’s most marginalized individuals.

But influence has considerable potential to be used for good. Opponents of 
influence often see people’s default state as a neutral position, i.e. people make 
fully autonomous decisions without any external influences. Behavioral science 
disproves this claim by demonstrating how vulnerable human beings are to 
invisible biases. Many of those with power don’t hesitate to take advantage of 
these biases to pursue their own agendas; should policymakers hesitate to use 
similar tactics to boost the public good?

Of course, not all possible behaviors are equally acceptable to change. 
Centuries of debate have suggested that the tradeoff between costs, benefits, 
and autonomy are important factors in moral judgments of influence. We 
have learned from this history, but also attempted to move beyond it by using 
empirical methods to assess when, how, and why influential interventions are 
seen as morally justifiable. 

We have used our results from across 22 studies to design an algorithm that 
weighs different situational factors to predict judgments of morality. This 
algorithm serves as the backbone of a tool designed to help policymakers think 
through potential behavior change systematically and equitably, and determine 
which behavioral interventions will be seen as morally justifiable in any given 
situation.

We do not claim that our work definitively answers the question of the morality 
of influence. There is space for philosophical discussion and individual 
perspectives alongside our research. Additionally, the question of subjective 
and objective morality deserves further exploration. There is a strong case for 
allowing individuals to determine what level of influence they should be subject 
to. However, if people were able to project how much an intervention might 

Many of those with 
power don’t hesitate 
to take advantage 
of these biases to 
pursue their own 
agendas; should 
policymakers 
hesitate to use 
similar tactics to 
boost the public 
good?
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change their behavior, they likely wouldn’t need influence in the first place. 
The very biases that make influence helpful make it difficult to rely solely on 
subjective ideas about the morality of influence. Further iterations on our work 
should try to couple perceptions of morality with objective cost-benefit analyses 
to provide better guidance on the justifiability of Intervention. In addition, 
surveying experts in ethics may also be fruitful to further fine-tune our algorithm.

Nonetheless, we believe our tool can be very useful to policymakers in its 
current form. By guiding policymakers to think through questions of cost, 
benefit, and equity, our tool helps systematize judgments that might otherwise 
be prone to bias.

In the future, we hope that policymakers will consider influential strategies 
informed by behavioral science to solve behavioral dilemmas — that is, so long 
as their choice of strategies is morally justified by the specific aspects of the 
situation and groups affected.

By guiding policymakers to think through questions 
of cost, benefit, and equity, our tool helps systematize 
judgments that might otherwise be prone to bias.
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About This Research
The field of behavioral science is increasingly being applied to policy-level decisions 
that impact the health and actions of large populations. Governments and other large 
organizations now have a number of strategies for changing the behavior of their 
constituents beyond the traditional two extremes: mandates and laws, and information 
campaigns.

Behavioral interventions are largely more successful than traditional information campaigns 
and restrict freedom less than laws or mandates. However, there are few guidelines available 
to decision-makers about which intervention they should use in what situation. The question 
is complicated because most interventions are forms of either influence or paternalism. 
These concepts have historically been the subject of great moral debate: does the benefit 
obtained from restricting freedom of choice compensate for the infringement on individual 
liberty? As behavioral science continues to broaden its scope, the question of whether and 
when these types of interventions are morally justifiable must be answered.

Through two generous grants from the Robert Wood Johnson Foundation, the Health Team 
at Duke University’s Center for Advanced Hindsight carried out a program of empirical 
research to create and test a framework that will help policy-makers and health professionals 
determine what level of intervention is morally justifiable and equitable for their desired 
behavior or outcome. We aim to provide a behavioral perspective on the debate over 
influence and paternalism that is supported by empirical research, and a practical tool that 
can lead to more sound policymaking.
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